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Abstract

We study the real algorithm for the point-to-point shortest path problem. It combines
A∗ search search, landmark-based lower bounds, and reach-based pruning. We suggest several
improvements to the preprocessing and query phases of the algorithm. In particular, we
propose maintaining landmark distances only for high-reach vertices, saving space that can
be used to accommodate more landmarks. This leads to a wide range of time-space tradeoffs.
The new algorithm is very effective on the road networks of Europe and the USA, each with
about 20 million vertices: it can find a random shortest path in one millisecond after one
or two hours of preprocessing, using either transit times or travel distances as edge weights.
Besides road networks, we also obtain improved performance on two-dimensional grids with
random arc lengths.

1 Introduction

We study the point-to-point shortest path problem (P2P): given a directed graph G = (V, A) with
nonnegative arc lengths and two vertices, the source s and the destination t, find a shortest path
from s to t. We allow preprocessing, but limit the size of the precomputed data to a (moderate)
constant times the input graph size. Preprocessing time is limited by practical considerations. For
example, in our motivating application, driving directions on large road networks, quadratic-time
algorithms are impractical. We are interested in exact shortest paths only.

Finding shortest paths is a fundamental problem. The single-source problem with nonnegative
arc lengths has been studied most extensively [1, 3, 5, 6, 10, 11, 12, 13, 17, 22, 29, 39, 43]. Near-
optimal algorithms are known both in theory, with near-linear time bounds, and in practice, where
running times are within a small constant factor of the breadth-first search time.

The P2P problem with no preprocessing has been addressed, for example, in [21, 32, 37, 44].
While no nontrivial theoretical results are known for the general P2P problem, there has been
work on the special case of undirected planar graphs with slightly super-linear preprocessing space.
The best bound in this context appears in [9]. Algorithms for approximate shortest paths that
use preprocessing have been studied; see e.g. [2, 23, 40].

Previous work on exact algorithms with preprocessing includes, e.g., [14, 18, 16, 19, 24, 27,
30, 33, 34, 35, 36, 42]. We focus our discussion here on the most relevant recent developments
in preprocessing-based algorithms for road networks. Such methods have two components: a
preprocessing algorithm that computes auxiliary data and a query algorithm that computes an
answer for a given s-t pair.
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Gutman [19] defines the notion of vertex reach. Informally, the reach of a vertex v is a number
that is large if v is close to the middle of a long shortest path and small otherwise. Gutman
shows how to prune an s-t search based on (upper bounds on) vertex reaches and (lower bounds
on) vertex distances from s and to t. He uses Euclidean distances as lower bounds, and observes
that the idea of reach can be combined with Euclidean-based A∗ search to improve efficiency. A∗

search uses lower bounds on the distance to the destination to direct the search towards it.
Goldberg and Harrelson [14] (see also [18]) have shown that the performance of A∗ (without

reaches) can be significantly improved if Euclidean lower bounds are replaced by landmark-based
lower bounds. These bounds are obtained by storing (in the preprocessing step) the distances
between every vertex and a small (constant-sized) set of special vertices, the landmarks. During
queries, one can use this information, together with the triangle inequality, to obtain lower bounds
on the distances between any two vertices in the graph. This leads to the alt (A∗ search,
landmarks, and triangle inequality) algorithm for the point-to-point problem.

Sanders and Schultes [33] introduce the notion of highway hierarchy and use it to design
efficient algorithms for the shortest path problem on road networks. Their latest version [34] is
the best overall solution for the problem in the literature. We refer to the algorithms based on
highway hierarchy as the hh algorithms. While building the hierarchy structure, these algorithms
use a notion of shortcuts, which is also useful in other contexts.

In [16], we show how to apply shortcuts in the context of reach-based algorithms to significantly
improve both preprocessing and query efficiency. The resulting algorithm is called re. The paper
also shows how the alt method can be combined with reach pruning in a natural way, leading
to an algorithm called real. In this paper, we continue our study of reach-based point-to-point
shortest paths algorithms, and their combination with A∗ search using landmarks.

We introduce the following improvements:

Reach-aware landmarks: In real, unless s and t are close to each other, the search visits
mostly vertices with high reach. Thus it is more important to have good lower bounds (on
distances from the source and to the target) for high-reach vertices. In fact, as we suggested
in [16], one can keep landmark data for high-reach vertices only. This can significantly reduce the
memory requirements of the algorithm while slightly increasing query times. The space saved by
not keeping distances from landmarks to low-reach vertices can be used to store more landmarks
instead, thus improving query performance. This allows a wide range of time-memory trade-offs.
Of particular interest is the fact that we are able to reduce both time and space requirements for
large graphs. We do this by maintaining landmark data for a moderate fraction of vertices and
increasing the number of landmarks by a smaller factor.

Shortcuts: Motivated by the work of Sanders and Schultes [34], we develop a preprocessing
algorithm that shortcuts vertices of arbitrary (but usually low) degree, instead of just degree-two
vertices as our previous method did. This improves both preprocessing and query performance.

Reach computation: We propose an algorithm for computing exact reaches that in practice
is more efficient than the standard algorithm, which builds a complete shortest path tree from
every vertex in the graph. While it is still not quite practical for large road networks, the
improved algorithm does help accelerate the approximate reach computation. We also suggest
some slight modifications to our partial tree algorithm (used to compute approximate reaches)
that significantly accelerate it in practice.
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Improving locality: Since a shortest path computation is largely concentrated on a small
number of high-reach vertices, reordering vertices by reach leads to more locality and improved
performance.

Readers familiar with our previous paper [16] can skip Sections 2–5, which contain basic defi-
nitions and review the algorithms based on reaches and A∗ search. We describe our improvements
in Section 6 and give experimental results in Section 7.

The bulk of our experiments is on road networks. We conducted experiments on the graph of
Western Europe, USA, and subgraphs of USA, using both transit times and travel distances as
edge lengths. Experiments confirm that our algorithmic improvements lead to substantial savings
in time (especially in preprocessing) and memory. We have practical results for both metrics:
both Europe and the USA can be preprocessed in one to two hours and queries with our fastest
algorithm take roughly one millisecond.

We have also obtained good results for 2-dimensional grids with random arc lengths. Al-
though not as good as for road networks, the results show that our techniques have more general
applicability. To show the limitations of our techniques, we also experimented with 3-dimensional
grids. Preprocessing for reach-based algorithms becomes expensive, and query speed-up is small.
For higher dimensions, preprocessing becomes impractical, with no gains in query times. For
A∗ search, preprocessing remains fast for all dimensions, but query times become worse as the
dimension increases. The same is true for random graphs.

2 Preliminaries

The input to the preprocessing stage of a P2P algorithm is a directed graph G = (V, A) with
n vertices and m arcs, and nonnegative lengths ℓ(a) for every arc a. The query stage also gets
as inputs a source s and a sink t. The goal is to find a shortest path from s to t. We denote
by dist(v, w) the shortest-path distance from vertex v to vertex w with respect to ℓ. In general,
dist(v, w) 6= dist(w, v).

The labeling method for the shortest path problem [25, 26] finds shortest paths from the source
to all vertices in the graph. The method works as follows (see e.g. [38]). It maintains for every
vertex v its distance label d(v), parent p(v), and status S(v) ∈ {unreached, labeled, scanned}.
Initially d(v) = ∞, p(v) = nil, and S(v) = unreached for every vertex v. The method starts by
setting d(s) = 0 and S(s) = labeled. While there are labeled vertices, the method picks a labeled
vertex v, relaxes all arcs out of v, and sets S(v) = scanned. To relax an arc (v, w), one checks if
d(w) > d(v) + ℓ(v, w) and, if true, sets d(w) = d(v) + ℓ(v, w), p(w) = v, and S(w) = labeled.

If the length function is nonnegative, the labeling method terminates with correct shortest
path distances and a shortest path tree. Its efficiency depends on the rule to choose a vertex
to scan next. We say that d(v) is exact if it is equal to the distance from s to v. If one always
selects a vertex v such that, at selection time, d(v) is exact, then each vertex is scanned at most
once. Dijkstra [6] (and independently Dantzig [3]) observed that if ℓ is nonnegative and v is a
labeled vertex with the smallest distance label, then d(v) is exact. We refer to the labeling method
with the minimum label selection rule as Dijkstra’s algorithm. If ℓ is nonnegative then Dijkstra’s
algorithm scans vertices in nondecreasing order of distance from s and scans each vertex at most
once.

For the P2P case, note that when the algorithm is about to scan the sink t, we know that d(t)
is exact and the s-t path defined by the parent pointers is a shortest path. We can terminate the
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algorithm at this point. Intuitively, Dijkstra’s algorithm searches a ball with s in the center and
t on the boundary.

One can also run Dijkstra’s algorithm on the reverse graph (the graph with every arc reversed)
from the sink. The reverse of the t-s path found is a shortest s-t path in the original graph.

The bidirectional algorithm [3, 8, 31] alternates between running the forward and reverse
versions of Dijkstra’s algorithm, each maintaining its own set of distance labels. We denote by
df (v) the distance label of a vertex v maintained by the forward version of Dijkstra’s algorithm,
and by dr(v) the distance label of a vertex v maintained by the reverse version. (We will still
use d(v) when the direction would not matter or is clear from the context.) During initialization,
the forward search scans s and the reverse search scans t. The algorithm also maintains the
length of the shortest path seen so far, µ, and the corresponding path. Initially, µ = ∞. When
an arc (v, w) is relaxed by the forward search and w has already been scanned by the reverse
search, we know the shortest s-v and w-t paths have lengths df (v) and dr(w), respectively. If µ >
df (v)+ℓ(v, w)+dr(w), we have found a path shorter than those seen before, so we update µ and its
path accordingly. We perform similar updates during the reverse search. The algorithm terminates
when the search in one direction selects a vertex already scanned in the other. Intuitively, the
bidirectional algorithm searches two touching balls centered at s and t.

3 Reach-Based Pruning

Given a path P from s to t and a vertex v on P , the reach of v with respect to P is the minimum
of the length of the prefix of P (the subpath from s to v) and the length of the suffix of P (the
subpath from v to t). The reach of v, r(v), is the maximum, over all shortest paths P through
v, of the reach of v with respect to P .

t t t

s v t

prefix(P, v) suffix(P, v)

Figure 1: The reach of v with respect to the shortest path P between s and t is the minimum
between the lengths of its prefix and its suffix (with respect to v).

For large graphs, computing exact reaches is impractical with current algorithms. Efficient
solutions use heuristics to compute only an upper bound on the reach of each vertex. We denote
an upper bound on r(v) by r(v). Let dist(v, w) denote a lower bound on the distance from v to
w. The following fact allows using reaches for pruning Dijkstra’s search:

Suppose r(v) < dist(s, v) and r(v) < dist(v, t). Then v is not on a shortest path from
s to t, and therefore Dijkstra’s algorithm does not need to label or scan v.

Note that this holds for the bidirectional algorithm as well.

3.1 Queries Using Upper Bounds on Reaches

In this section we give a quick summary of reach-based query algorithms based on bidirectional
Dijkstra’s algorithm. For more details, see [15].
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As described in Section 3, to prune the search based on the reach of some vertex v, we need
a lower bound on the distance of v to the source and a lower bound on the distance of v to the
sink.

One way is to use lower bounds implicit in the search itself. Consider the search in the forward
direction, and let γ be the smallest distance label of a labeled vertex in the reverse direction (i.e.,
the topmost label in the reverse heap). If a vertex v has not been scanned in the reverse direction,
then γ is a lower bound on the distance from v to the destination t. (The same idea applies to
the reverse search: we use the topmost label in the forward heap as a lower bound for unscanned
vertices in the reverse direction.) When we are about to scan v we know that df (v) is the distance
from the source to v. So we can prune the search at v if v has not been scanned in the reverse
direction, r̄(v) < df (v), and r̄(v) < γ. When using these bounds, the stopping condition is
the same as for the standard bidirectional algorithm (without pruning). We call the resulting
procedure the bidirectional bound algorithm. See Figure 2.
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Figure 2: Pruning using implicit bounds. Assume v is about to be scanned in the forward direction,
has not yet been scanned in the reverse direction, and that the smallest distance label of a vertex not yet
scanned in the reverse direction is γ. Then v can be pruned if r̄(v) < df (v) and r̄(v) < γ.

An alternative is to use the distance label itself for pruning. Assume we are about to scan a
vertex v in the forward direction (the procedure in the reverse direction is similar). If r(v) < df (v),
we prune the vertex. Note that if the distance from v to t is at most r(v), the vertex will still be
scanned in the reverse direction, given the appropriate stopping condition. It is easy to see that
the following stopping condition works.

Stop the search in a given direction when either there are no labeled vertices or the
minimum distance label of labeled vertices for the corresponding search is at least half
the length of the shortest path seen so far.

We call this the self-bounding algorithm. The reason why this algorithm can safely ignore the
lower bound to the destination is that it leaves to the other search to visit vertices that are closer
to it. Note, however, that when scanning an arc (v, w), even if we end up pruning w, we must
check if w had been scanned in the opposite direction and, if so, check if the candidate path using
(v, w) is the shortest path seen so far.

The following natural algorithm falls into both of the above categories. It balances the radii
of the forward search and the reverse search by scanning in each iteration the labeled vertex with
minimum distance label, considering both directions. Note that the distance label of this vertex
is also a lower bound on the distance to the target, as the search in the opposite direction has
not selected the vertex yet. The algorithm can be implemented with only one priority queue. We
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refer to this algorithm as distance-balanced. Note that one could also use explicit lower bounds in
combination with the implicit bounds.

3.2 Preprocessing

The preprocessing algorithm computes upper bounds on reaches and adds shortcut arcs to the
graph to reduce the reaches of some vertices. Lowering vertex reaches makes pruning more effective
during queries, thereby reducing the number of scanned vertices. Our algorithm is similar to
the preprocessing algorithm described in [16] with several improvements which we describe in
Sections 6.3, 6.4 and 6.5. The remainder of this section gives an overview of the preprocessing
of [16].

The algorithm in fact computes upper bounds on the reaches of arcs, not vertices. Let P be
the shortest path from s to t, and assume it contains an arc (v, w). The reach of (v, w) with
respect to P is the minimum between the distance from s to w and the distance from v to t. The
reach of (v, w) (with respect to the entire graph) is the maximum over all shortest paths P of the
reach of (v, w) with respect to P . Eventually, when all arc reaches are computed, the algorithm
converts them to vertex reaches and stores vertex reaches to save space. The main advantage of
computing arc reaches is that is allows for more efficient shortcutting: a high-reach vertex can be
bypassed as soon as enough low-reach arcs incident to it are eliminated.

The computation of arc reaches proceeds in iterations, or levels. At level i the algorithm tries
to bound all arc reaches below some threshold ǫi, which grows exponentially with i. Level i starts
by removing from the graph all arcs whose reach was bounded in the previous level. It then
shortcuts vertices that have exactly two neighbors. Finally, it grows partial shortest path trees
from all remaining vertices and uses them to find upper bounds on reaches of arcs with reach less
than ǫi.

The preprocessing algorithm described in [16] shortcuts a vertex v with neighbors u and w
by replacing the arcs (u, v) and (v, w) (if both exist) by an arc (u, w), and the arcs (w, v) and
(v, u) (if both exist) by (w, u). The new arcs have length equal to the sum of the lengths of the
arcs they replace, thus keeping the original distances unchanged. When breaking ties, however,
we consider the new arc to be slightly shorter. As a result, v will no longer be on any shortest
path that contains both u and w, which will in effect reduce v’s reach.

We construct partial shortest path trees to bound the reach of the arcs that remain in the
graph. For these upper bounds to be valid in the original graph, we must take into consideration
the arcs that have already been deleted (either in previous iterations or when introducing shortcuts
in the current iteration). We do that by associating penalties to each vertex v. The in-penalty of
v is the maximum reach upper bound of an incoming arc that has already been eliminated. The
out-penalty of v is similar, but considering outgoing arcs from v. When evaluating the partial
shortest paths trees, we use the penalties as upper bounds on the lengths of subpaths that no
longer belong to the current graph.

The procedure outlined above will proceed until all arc reaches have been bounded. This will
happen once the threshold ǫi is large enough. At this point, arc reaches are converted to vertex
reaches.

This is followed by a refinement phase: in order to obtain more accurate reaches, we com-
pute exact reaches on the subgraph induced by the δ vertices with highest reach, where δ is a
user-defined parameter (set to ⌈10

√
n⌉ in [16]). The remaining vertices are considered in the

computation, but only implicitly, as penalties.
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Section 6.3, 6.4 and 6.5 will present a more detailed description of various elements of the
preprocessing algorithms, including some improvements.

4 A
∗ Search and the alt Algorithm

Suppose we need to find shortest paths on a graph G with distance function ℓ. A potential
function maps vertices to reals. Given a potential function π, the reduced cost of an arc is defined
as ℓπ(v, w) = ℓ(v, w)− π(v) + π(w). Suppose we replace ℓ by ℓπ. Then for any two vertices x and
y, the length of every x-y path (including the shortest) changes by the same amount, π(y)−π(x).
Thus the problem of finding shortest paths in G is equivalent to the problem of finding shortest
paths in the transformed graph.

Now suppose we are interested in finding the shortest path from s to t. Let πf be a (perhaps
domain-specific) potential function such that πf (v) gives an estimate on the distance from v to
t. In the context of this paper, A∗ search [7, 20] is an algorithm that works like Dijkstra’s
algorithm, except that at each step it selects a labeled vertex v with the smallest key, defined as
kf (v) = df (v) + πf (v), to scan next. It is easy to see that A∗ search is equivalent to Dijkstra’s
algorithm on the graph with length function ℓπf

. If πf is such that ℓπ is nonnegative for all arcs
(i.e., if πf is feasible), the algorithm will find the correct shortest paths. We refer to the class of
A∗ search algorithms that use a feasible function πf with πf (t) = 0 as lower-bounding algorithms.

We combine A∗ search and bidirectional search as follows. Let πf be the potential function
used in the forward search and let πr be the one used in the reverse search. Since the latter works
in the reverse graph, each original arc (v, w) appears as (w, v), and its reduced cost w.r.t. πr is
ℓπr(w, v) = ℓ(v, w) − πr(w) + πr(v), where ℓ(v, w) is in the original graph. We say that πf and
πr are consistent if, for all arcs (v, w), ℓπf

(v, w) in the original graph is equal to ℓπr(w, v) in the
reverse graph. This is equivalent to πf + πr = constant.

If πf and πr are not consistent, the forward and reverse searches use different length functions.
When the searches meet, we have no guarantee that the shortest path has been found. Assume
πf and πr give lower bounds to the sink and from the source, respectively. We use the average

function suggested by Ikeda et al. [21], defined as pf (v) =
πf (v)−πr(v)

2 for the forward computation

and pr(v) =
πr(v)−πf (v)

2 = −pf (v) for the reverse one. Although pf and pr usually do not give
lower bounds as good as the original ones, they are feasible and consistent.

The alt algorithm is an A∗-based algorithm that uses landmarks and triangle inequality to
compute feasible lower bounds. We select a small subset of vertices as landmarks and, for each
vertex in the graph, precompute distances to and from every landmark. Consider a landmark L:
if d(·) is the distance to L, then, by the triangle inequality, d(v) − d(w) ≤ dist(v, w); if d(·) is
the distance from L, d(w)− d(v) ≤ dist(v, w). To get the tightest lower bound, one can take the
maximum of these bounds, over all landmarks (for efficiency reasons, a query uses only a subset of
the available landmarks). Intuitively, the best lower bounds on dist(v, w) are given by landmarks
that appear “before” v or “after” w. The version of alt algorithm that we use balances the work
of the forward search and the reverse search (see Section 2). This version had better performance
than other variants.

For more details on landmark selection algorithms and on using a subset of active landmarks
for a given query, see [18].
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5 Combining Reach and Landmarks

Reach-based pruning can be easily combined with A∗ search. The general approach is to run A∗

search and prune vertices (or arcs) based on reach conditions. Specifically, when A∗ is about to
scan a vertex v we extract the length of the shortest path from the source to v from the key of
v (recall that for the unidirectional algorithm, kf (v) = df (v) + pf (v)). Furthermore, πf (v) is a
lower bound on the distance from v to the destination. If the reach of v is smaller than both df (v)
and πf (v), we prune the search at v.

The reason why reach-based pruning works is that, although A∗ search uses transformed
lengths, the shortest paths remain invariant. This applies to bidirectional search as well. In
this case, we use df (v) and πf (v) to prune in the forward direction, and dr(v) and πr(v) to
prune in the reverse direction. Using pruning by reach does not affect the stopping condition
of the algorithm. We still apply the usual condition for A∗ search, which is similar to that of
the standard bidirectional Dijkstra, but with respect to reduced costs (see [18]). We call our
implementation of the bidirectional A∗ search algorithm with landmarks and reach-based pruning
real. As we did for alt, our implementation of real balances the work of the forward search
and the reverse search. Implicit bounds cannot be used with A∗ search to prune by reach, but
landmark bounds can.

Note that real has two preprocessing algorithms: the one used by re (which computes
shortcuts and reaches) and the one used by alt (which chooses landmarks and computes distances
between them and all vertices). These two procedures can be independent from each other: since
shortcuts do not change distances, landmarks can be generated regardless of what shortcuts are
added. Furthermore, the query is still independent of the preprocessing algorithm: the query
only takes as input the graph with shortcuts, the reach values, and the distances to and from
landmarks. As we will see in the next section, however, it might be useful to take reaches into
account when generating landmarks.

6 Algorithmic Improvements

In this section we give a summary of the most significant changes that improved preprocessing or
query performance of our algorithms.

6.1 Improving Locality

When reaches are available, a typical point-to-point query spends most of its time scanning high-
reach vertices. Except at the very beginning of the search, low-reach vertices are pruned by
reach. This suggests an obvious optimization: during preprocessing, reorder the vertices such
that high-reach vertices are close together in memory to improve cache locality.

The simplest way to achieve this would be to sort vertices in non-increasing order of reach.
This, however, will destroy the locality of the input: in many applications (including road net-
works), the original vertex order already has high locality.

Instead, we adopt the following approach to order the vertices. We fix a constant α > 1 (we
use α = 2) and partition the vertices into two sets: the first contains the 1/α fraction of vertices
with highest reach, and the other contains the remaining vertices. We keep the original relative
ordering in each part, then recursively process the first part. Besides improving locality, this
reordering also facilitates other optimizations described below.
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6.2 Reach-Aware Landmarks

Here we investigate the interaction of landmarks and reaches. We can reduce the memory require-
ments of the algorithm by storing landmark distances only for high-reach vertices. As we shall
see, however, this results in some degradation of query performance. If we add more landmarks,
we get a wide range of trade-offs between query performance and memory requirement. We call
the resulting method, a variant of real, the partial landmark algorithm.

Queries for the partial landmark algorithm work as follows. Let R be the reach threshold: we
store landmark distances for all vertices with high reach, i.e., with reach at least R. We start a
query by running the bidirectional Dijkstra algorithm, with reach pruning but without A∗ search,
until either the algorithm terminates or both balls searched have radius R. In the latter case, we
know that, from this point on, we need to examine only vertices with reach R or more. We switch
to A∗ search by removing labeled vertices from the heaps and re-inserting them using new keys
that incorporate lower bound values.

Recall that, for every vertex v it visits, A∗ search may need lower bounds on the distance
from v to t (in the forward search) or from s to v (in the reverse search). They are computed
with the triangle inequality, which requires distances between these vertices (v, s, and t) and the
landmarks. These are guaranteed to be available for v, which has high reach, but not for s or t,
which are arbitrary vertices. We need to specify how to compute a lower bound on the distance
between a low-reach vertex (s or t) and a high-reach one (v).

Suppose s has low reach (t is treated symmetrically). Let s′, the proxy for s, be the high-
reach vertex that is closest to s.1 One can compute proxies during preprocessing and store them,
or compute them during the initialization phase of the query algorithm; we choose the latter
approach. Two executions of a multiple-source version of Dijkstra’s algorithm (one in the forward
graph and one in the reverse graph) suffice to compute both the proxies and the appropriate
distances.

As already mentioned, when processing a high-reach vertex v, the A∗ search needs lower
bounds on dist(s, v) and dist(v, t). Given a landmark L, we can obtain these bounds using either
distances from L or distances to L. With the help of proxies, these bounds can be easily computed.

A lower bound on dist(s, v) using distances to L is given by

dist(s, v) ≥ dist(s′, L)− dist(v, L)− dist(s′, s). (1)

Using distances from L, the lower bound can be computed as follows:

dist(s, v) ≥ dist(L, v)− dist(L, s′)− dist(s′, s). (2)

Lower bounds on distances from v to the target t can be computed similarly. Using distances
from landmarks, the following relation applies:

dist(v, t) ≥ dist(L, t′)− dist(L, v)− dist(t, t′). (3)

With distances to landmarks, the appropriate expression is

dist(v, t) ≥ dist(v, L)− dist(t′, L)− dist(t, t′). (4)

1Each vertex s actually has two proxies: the high-reach vertex s
′ that minimizes dist(s′, s) and the high-reach

vertex s
′′ that minimizes dist(s, s′′). We will assume they are the same to simplify the discussion, but they need

not be.
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Note that distances between L and v, s′ and t′ are computed during the preprocessing stage,
since all three vertices have high reach. As already mentioned, the distances between every vertex
and its proxy (or, more precisely, proxies) are computed in the initialization phase of the query
algorithm.

The quality of the lower bounds obtained by the partial landmark algorithm depends not
only on the number of landmarks available, but also on the value of R. In general, the higher
the reach threshold, the farther the proxy s′ will be from s (and t′ from t), thus decreasing
the accuracy of the lower bounds. If all landmark distances are available, R will be zero, and
the algorithm will behave exactly as the standard real method. By decreasing the number of
distances per landmark (representing distances only to higher-reach vertices), R will increase; a
trade-off between memory usage and query efficiency is thus established.

It turns out, however, that we can often improve both memory usage and query times. Starting
from the base algorithm, we can increase the number of landmarks while decreasing the number
of distances per landmark so that the total memory usage is lower. On large road networks,
the availability of more landmarks makes up for the fact that only a fraction of all distances is
available, and query times in fact improve.

In our experiments, we generate up to 64 landmarks, as opposed to only 16 in our previous
study [16]. We use the avoid algorithm to select landmarks. Among the landmark selection
algorithms studied in [18], avoid is the second best in terms of solution quality. It is only surpassed
by maxcover, which is essentially avoid followed by local search and is about five times slower.
We have discovered a minor issue with our previous implementation of avoid that caused it to
obtain slightly worse landmarks than it should. The fixed version of avoid provides slightly better
landmarks, and is almost as good as maxcover.

The avoid method works by adding one landmark at a time. In each iteration, it tries to
pick a landmark in a region that is still not well-covered by existing landmarks. To do so, it first
builds a complete shortest path tree Tr rooted at a vertex r picked in a randomized fashion. It
then assigns a weight to each vertex v, which depends on the quality of the lower bound on the
distance from r to v (based on previously selected landmarks). Vertices with bad lower bounds
will have higher weights. The algorithm determines the vertex p that, among all vertices that
have no landmark as a descendent, maximizes the sum of the weights of its descendents in Tr. A
leaf of the subtree of Tr rooted at p is then selected as the new landmark.

Computing the lower bound on the distance from r to a particular vertex takes time propor-
tional to the number of landmarks already selected, which makes avoid quadratic in the number
k of landmarks. This is not a major issue when only 16 landmarks are selected, but the algorithm
does get measurably slower with 64 or more landmarks. We propose a simple modification to the
algorithm to make it linear in the number of landmarks.

When processing the shortest path tree rooted at r, we still define the weight of v to be the
difference between the distance from r to v and the current lower bound on this distance, but
only if v belongs to a set of n/k relevant vertices. For all other vertices, we define the weight
as zero. If no reach information is available, the set of relevant vertices is picked uniformly at
random. If reaches are available, the set is defined as the n/k vertices with smallest labels.
Because vertices are approximately sorted in decreasing order of reach (as seen in the previous
subsection), this means that only vertices with high reach are taken into account. These changes
made the algorithm substantially faster, with no discernible decrease in solution quality.
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6.3 Adding Shortcuts

Our previous implementation of the preprocessing procedure only shortcuts lines, i.e., connected
subgraphs induced by vertices with exactly two neighbors. Sanders and Schultes [34] suggested
shortcutting not only degree-two vertices, but other vertices of small degree as well. This approach
is more general and works better for both preprocessing and queries.

We can shortcut a vertex v as follows. First, we examine all pairs of incoming/outgoing arcs
((u, v), (v, w)) with u 6= w. For each pair, if the arc (u, w) is not in the graph, we add an arc (u, w)
of length ℓ(u, v)+ ℓ(v, w). Otherwise, we set ℓ(u, w)← min{ℓ(u, w), ℓ(u, v)+ ℓ(v, w)}. Finally, we
delete v and all arcs adjacent to it.

In principle, any vertex in the graph could be subject to this procedure. However, bypassing
high-degree vertices would significantly increase the number of arcs in the graph. To avoid an
excessive expansion, we consider the ratio cv between the number of new arcs added and the
number of arcs deleted by the procedure above. A vertex is deemed bypassable if cv ≤ c, where
c is a user-defined parameter.2 Higher values of c will cause the graph to shrink faster during
preprocessing, but may increase the final number of arcs substantially. We used values of c from
0.5 to 2.0 in our experiments. For road networks, we used 0.5 on the first level, 1.0 on the second,
and 1.5 on the remaining levels. This prevents the algorithm from adding too many shortcuts at
the beginning of the preprocessing algorithm (when the graph is larger but shrinks faster) and
ensures that the graph will shrink fast enough as the algorithm progresses.

We impose some additional constraints on a vertex v to deem it bypassable (besides having
a low value of cv). First, we require both its in-degree and its out-degree to be bounded by a
constant (5 in our experiments). This guarantees that the total number of arcs added by the
algorithm will be linear in n. We also consider two additional measures (besides cv) related to
v: the length of the longest shortcut arc introduced when v is bypassed, and the largest reach
of an arc adjacent to v (which will be removed). The maximum between these two values is
the cost of v, and it must be bounded by ǫi/2 during iteration i for the vertex to be considered
bypassable (recall that ǫi is the threshold for bounding reaches at that iteration). As explained in
[16], long arcs and large penalties can decrease the quality of the reach upper bounds provided by
the preprocessing algorithm. Imposing these additional bypassability criteria prevent such long
arcs and large penalties from appearing too soon.

On any given graph, many vertices may be bypassable. When a vertex is bypassed, the fact
that we remove existing arcs and add new ones may affect the bypassability of its neighbors.
Therefore, the order in which the vertices are processed matters. Vertices with low expansion
(cv) and low cost are preferred, since they are the least likely to affect the bypassability of their
neighbors. When deciding which vertex v to bypass next, we take the vertex that minimizes the
product of these two measures (expansion and cost). When a vertex is bypassed, its neighbors
must have their priorities updated. We use a heap to efficiently determine which vertex to bypass
next.

6.4 Growing Partial Trees

This section reviews the basic aspects of the main routine of our preprocessing algorithm, originally
described in [16]. We then mention a few simple modifications in the way penalties are handled
that make the procedure roughly twice as fast in practice. For simplicity, we describe the algorithm
as if it computed vertex reaches; the procedure for computing arc reaches essentially the same.

2We follow the notation proposed by Sanders and Schultes.
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Given a graph G = (V, A) and a constant ǫ (the threshold), our goal is to find valid reach upper
bounds for the vertices in V whose actual reach is smaller than ǫ. For the remaining vertices,
the upper bound is ∞. While the algorithm is allowed to report false negatives (i.e., it may find
an upper bound of ∞ for vertices whose actual reach is less than ǫ), it must never report a false
positive.

Fix a vertex v. To prove that r(v) < ǫ, we must consider all shortest paths through v.
Fortunately, we do not have to evalute all such paths explicitly: we only need to consider minimal
paths. Consider a shortest path Pst = (s, s′, . . . , v, . . . , t′, t) between s and t, and assume that v
has reach at least ǫ with respect to this path. Path Pst is ǫ-minimal with respect to v if and only
if the reaches of v with respect to Ps′t and Pst′ are both smaller than ǫ.

The algorithm works by growing a partial tree Tr from each vertex r ∈ V . It runs Dijkstra’s
algorithm from r, but stops it as soon as it can prove that all minimal paths starting at r are
part of the tree. In order to determine when to stop growing the tree, we need the notion of
inner vertices. Let v 6= r be a vertex in this tree, and let x be the first vertex (besides r) on the
path from r to v. We say that v is an inner vertex if either (1) d(r, v) ≤ ǫ or (2) d(r, v) > ǫ and
d(x, v) < ǫ. The root r is defined to be an inner vertex as well. When v is not an inner vertex,
no path Prw starting at r will be ǫ-minimal with respect to v: if v’s reach is greater than ǫ with
respect to Prw, it will also be greater than ǫ with respect to Pxw.

The partial tree Tr must be large enough to include all inner vertices—these will be the vertices
whose reaches we will try to bound. To get accurate bounds on reaches, we must make sure that
every inner vertex v has one of two properties: (1) v has no labeled (unscanned) descendents; or
(2) v has at least one scanned descendent whose distance to v is ǫ or greater. We actually use
a relaxed version of the second condition: we stop growing the tree when every labeled vertex is
within distance greater than ǫ from the closest inner vertex.

Once the tree is built, processing it is straightforward. For each inner vertex, we know its
depth, i.e., the distance from the root. In O(|Tr|) time, one can also compute the height of every
inner vertex v, defined as the distance from v to its farthest descendent. Clearly, the reach of v
with respect to the partial tree is the minimum between its depth and its height. The reach of
v with respect to the entire graph is the maximum over all such reaches. If this maximum is at
least ǫ, we declare the reach to be ∞.

Dealing with penalties. As described, the algorithm assumes that partial trees will be grown
from every vertex in the graph. We would like, however, to run the partial-trees routine even after
some of the vertices have been eliminated (either because they were bypassed, or because their
reach was bounded in a previous iteration). Eliminated vertices must be taken into account, since
they may belong to paths that determine the reach of the remaining vertices. However, growing
partial trees from them would be too expensive.

Instead, we use the notion of penalties to account for the eliminated vertices. If v is a vertex
that remains in the graph, its in-penalty is the maximum over the reaches of all arcs (u, v) that
have already been eliminated. Similarly, the out-penalty of v is the maximum reach of all arcs
(v, w) that have already been eliminated. (It is possible to define penalties in terms of vertex
reaches, but the definition in terms of arc reaches is simpler.)

Our original algorithm [16] did not take penalties into account when growing partial trees.
Penalties were only used to process the partial tree. The (redefined) depth of a vertex v within
a tree Tr is the distance from r to v plus the in-penalty of r. Similarly, the height of a vertex
is redefined to take out-penalties into account. For that, we consider that each vertex v in Tr is
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attached to a pseudo-leaf v′, and that the length of the edge between v and v′ is equal to the
out-penalty of v. Heights are computed not with respect to Tr, but with respect to the pseudo-tree
obtained if the pseudo-leaves are taken into account.

Although taking penalties into account when growing partial trees is not required for cor-
rectness, it turns out to be helpful to accelerate the algorithm. We therefore make two simple
modifications to the partial-trees algorithm.

First, when deciding whether v is an inner vertex with respect to a root r, we must compute
depthr(v) taking in-penalties into account, i.e., as dist(r, v)+in-penalty(r). Vertex v will be con-
sidered an inner vertex if either (1) depthr(v) ≤ ǫ or (2) depthr(v) > ǫ and depthx(v) < ǫ (recall
that x is the second vertex on the path from r to v). Here, depthx(v) also takes in-penalty(x) into
account. There is one exception to the two criteria above: if depthr(v) < in-penalty(v), v will not
be considered an inner vertex (because its modified depth will be even higher in the tree rooted
at v), and neither will its descendents.

The second modification is in the stopping criterion. We grow the tree until none of the
labeled (unscanned) vertices is relevant. All inner vertices are considered relevant. In addition,
an outer vertex v may also be consider relevant if it satisfies certain constraints. Let u be the
inner ancestor of v in the current tree that is closest to v. Let d(u, v) be the distance (in the tree)
between u and v. Vertex v will be considered relevant if d(u, v)+out-penalty(v) ≤ ǫ (note that
this is the expression used to compute the modified depth of u).

Note that this stopping criterion is not exact, and therefore may lead to false negatives: the
algorithm may find infinite upper bounds for some reaches that are less than ǫ. For a more precise
computation, one should stop only after ensuring that every inner vertex u either has no labeled
descendent, or has at least one scanned descendent v such that d(u, v)+out-penalty(v) > ǫ. The
heuristic stopping criterion makes the algorithm much faster, however, with little effect on the
quality of the upper bounds obtained.

Once again, we note that we actually use the algorithms to compute arc reaches instead of
vertex reaches. The procedure is essentially the same.

6.5 Approximate vs. Exact Reach Computation

As our preprocessing algorithm proceeds, the partial trees become large relative to the graph size,
which makes the computation slower. Therefore, when the graph is small enough, computing
exact reaches is more cost-effective. The computation produces accurate reaches even faster than
the partial-trees algorithm does.

Standard algorithm. The standard algorithm for computing exact reaches processes all n2

shortest paths by building shortest path trees from each vertex in the graph. The shortest path
tree rooted at a vertex r implicitly represents all shortest paths that start at r. The reach of a
vertex v restricted to these paths is given by the minimum between its depth (the distance from
r) and its height (the distance to its farthest descendent) in this tree. The reach of v with respect
to all paths is the maximum reach v obtains in any of these shortest path trees.

Improved algorithm. We developed an algorithm that has the same worst-case performance
as the method above, but can be significantly faster in pratice on road networks. It follows the
same basic principle: build a shortest path tree from each vertex in the graph and compute reaches
within these trees. Our improvement consists of building parts of these trees implicitly by reusing
subtrees previously found.
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The algorithm works as follows. First, partition the vertices of the graph into k subsets, for
a given parameter k (usually around

√
n). The algorithm will work with any such partition, but

some are better than others, as we shall see. We call each subset a region of the graph. The
frontier of a region A, denoted by f(A), is the set of vertices v ∈ A such that there exists at least
one arc (v, w) with w 6= A. The remainder of the region consists of inner vertices.

Given any set S ⊆ V , we say that a vertex v is stable with respect to S if it has the same
parent in all shortest path trees rooted at vertices in S; otherwise, we call it unstable. For any
region A, the following holds:

Lemma 1 If v ∈ V \A is stable with respect to f(A), then v is stable with respect to A.

Proof. Let pr(v) denote the parent of v in Tr (the shortest path tree rooted at r) and pf(A)(v)
denote the common parent of v in all shortest path trees rooted at f(A). Suppose the lemma is
not true, i.e., that there exist a vertex r ∈ A and a vertex v ∈ V \ A such that pr(v) 6= pf(A)(v).
Consider the path P from r to v in Tr. Because r ∈ A and v 6∈ A, at least one vertex in P must
belong to f(A). Let s be the last such vertex, i.e., the one closest to r. The subpath of P from
s to r is itself a shortest path, and therefore it must appear in the shortest path tree rooted at s
(we assume all shortest paths are unique). But recall that v has pr(v) as its parent in this path,
and our initial assumption was that its parent on all trees rooted at f(A) was pf(A)(v) 6= pr(v).
We have reached a contradiction. �

A vertex v ∈ V is considered tainted with respect to f(A) if at least one of the following
conditions holds: (1) v is unstable with respect to f(A); (2) v has an unstable descendent in at
least one of the |f(A)| trees; or (3) v ∈ A. If none of these conditions hold, v is untainted. An
untainted vertex v will be the root of the exact same subtree in every shortest path tree rooted
at f(A). The lemma above also ensures that it would be the root of the same subtree if we grew
shortest path trees from the inner vertices of A as well. We know that even without actually
growing the trees.

Our algorithm takes advantage of this. In its first stage, it grows full shortest path trees from
every vertex in f(A). For these trees, it computes the height and the depth of every vertex, as
usual. The second stage of the algorithm grows partial trees from every inner vertex of A (i.e.,
every vertex in A\f(A)). These partial trees contain only tainted vertices; no untainted vertex is
ever visited. Even so, it is still possible to compute the reach of the tainted vertices as if we had
grown the entire tree. The depth can be computed as before. For the height, we need to consider
vertices that were not visited.

This is done as follows. Consider a maximal untainted subtree rooted at a vertex w. The
height of this tree can be easily precomputed. Because w is untainted, its parent p will be the
same (tainted) vertex in every shortest path tree rooted at A. Therefore, w imposes an implicit
penalty on p equal to w’s own height plus the length of the arc (p, w). The extended penalty of a
tainted vertex is defined as the maximum between its own out-penalty and the implicit penalties
associated with its untainted children. Note that the extended penalty needs to be computed
only once, after all trees rooted at the frontier are built. When trees are built from inner vertices,
the height of each vertex visited (which must be tainted) is computed as usual, using extended
penalties instead of out-penalties.

Our description so far allows us to correctly compute the reach of each tainted vertex. We
also need to determine the reach of the untainted vertices. Although the height of an untainted
vertex v is the same across all trees, the depth varies, and so does the reach. Fortunately, we
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do not need to know the reach of v within each tree; it suffices to know the maximum reach.
Since the height is constant, the maximum is realized in the tree that maximizes the depth of
v. If, when growing full and partial shortest path trees, we remember the maximum depth of
each tainted vertex, we can later compute (in linear time) the maximum depth of the untainted
vertices. Since their heights are known, their reaches (with respect to the trees rooted at A) can
be easily determined.

Regions. The algorithm above is correct regardless of how the regions are chosen. In particular,
if each region has exactly one vertex, we have exactly the standard algorithm. Of course, there
are better choices of regions. There are two main goals to achieve: (1) the size of the frontier
should be small compared to the size of the entire region and (2) the number of tainted vertices
should be minimized. On road networks, these two goals are conflicting. In general, a larger
region will have a smaller fraction of its vertices in the frontier. However, they will also increase
the probability of an external vertex being tainted. A good compromise is to choose regions with
roughly

√
n vertices.

To create a partition with at least k sets, we pick k vertices at random to be centers and
determine their Voronoi regions (we use k = 2⌈√n⌉). Recall that the Voronoi region associated
with a center v is the set of vertices w that are closer to v than to any other center (ties are broken
arbitrarily). One can compute the Voronoi diagram of a graph with a multiple-source version of
Dijkstra’s algorithm. Unreachable vertices are assigned to regions by themselves.

Although the Voronoi diagram is a simple way of defining the regions, it is certainly not the
best conceivable partition. A topic for future research is to determine regions with relatively
smaller frontiers.

Using the algorithm. As already mentioned, having a faster exact algorithm allows us to
switch to the exact algorithm earlier when the graph is larger. Specifically, we switch when either
of two conditions is satisfied: (1) the number of remaining vertices is less than ⌈5√n/2⌉; or (2)
after a level in which average size of partial tree was greater than one eighth of the total number
of remaining vertices.

Of course, the exact algorithm finds reaches for all arcs that remain in the graph. It is not in
our interest to stop the algorithm at this point, however: we would like to add more shortcuts in
order to improve query performance. Therefore, we only take into account the bottom third of the
computed reaches. The corresponding arcs are eliminated from the graph; the other two-thirds
remain, and we ignore their reaches. The next iteration will then add shortcuts which would not
be added otherwise. These shortcuts reduce reaches of high-reach vertices and improve query
performance.

The new version of the exact algorithm is also used during the refinement step of the pre-
processing algorithm. After all reaches are computed, we build the graph induced by the ⌈5√n⌉
vertices with highest reach and computing exact reaches on it. The remaining vertices are ac-
counted for as penalties. This significantly improves the reach bounds for these vertices, which
are the ones visited most often during the queries.

7 Experimental Results

We implemented our algorithms in C++ and compiled them with Microsoft Visual C++ 2005. All
tests were performed on a dual-core, 2.4 GHz AMD Opteron machine running Microsoft Windows
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Server 2003 with 16 GB of RAM, 32 KB instruction and 32 KB data level 1 cache per processor,
and 2 MB of level 2 cache. Our code is single-threaded and runs on a single core.

The main goals of our experimental analysis are:

• Measure algorithm performance on the 9th DIMACS Challenge road networks.

• Determine how much various improvements contribute to performance gain.

• Study the preprocessing/query as well as time/space trade-offs.

• Determine if our heuristics work on some P2P problems other than road networks.

We ran alt, re and real-(i, j) algorithms, where the real-(i, j) algorithm uses i landmarks
and maintains landmark data for n/j highest-reach vertices. We call parameter j the sparsity of
the landmarks. For instance, real-(64,16) maintains 64 landmarks, but with distances only to
the n/16 vertices with highest reach; real-(16,1) uses 16 landmarks, each with distances to all
vertices in the graph. On grid graphs, we also ran our own implementation of the bidirectional
version of Dijkstra’s algorithm, denoted by bd. For machine calibration purposes, we ran the
DIMACS Challenge implementation of the P2P version of Dijkstra’s algorithm, denoted by d, on
the largest road networks.

For Europe and USA graphs with time-based lengths, additional data from previous works is
available. We give the data for our previous implementations, re-old and real-old from [16]
(run on the same machine). real-old uses 16 landmarks selected with the maxcover method. In
addition, we give the data for the highway hierarchy-based algorithm of Sanders and Schultes [34],
where a slightly slower 2.0 GHz AMD Opteron machine was used. (The running times should be
roughly comparable.) There are two versions their algorithm: hh-mem, entirely based on highway
hierarchies, and hh, which replaces high levels of the hierarchy by a table with distances between
all pairs of vertices in the corresponding graph.

For USA and Europe, we give data for both random and local queries. For the USA subgraphs,
we give only random query data, as local query performance is mostly independent of the graph
size.

We also tested grid graphs with 2 and 3 dimensions. These are square- and cube-shaped grids,
with each vertex connected by two directed arcs (one in each direction) to each neighbor. Lengths
are chosen uniformly at random.

We also tried grids of higher dimensions (including hypercubes) and random graphs, but
on those reach-based techniques offer no significant improvement compared to the bidirectional
version Dijkstra’s algorithm. Detailed results are therefore omitted. We give data on the 3-
dimensional grids (even though our algorithm is not substantially faster that bidirectional Dijk-
stra) as it is more likely that progress will be made for these graphs in the near future.

7.1 Road Networks

The USA (Tiger) [41] and Europe [28] graphs are those from the DIMACS Challenge [4] data
set. We worked with the largest strongly connected components of each graph. The USA is
symmetric and has 23 947 347 vertices and 58 333 444 arcs; Europe is directed, with 18 010 173
vertices and 42 560 279 arcs. (These sizes refer to the largest strongly connected component.) To
test performance on smaller graphs, we used the subgraphs of USA described in Table 1. We used
both transit times and distances as length functions.
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Table 1: USA Road Networks derived from the TIGER/Line collection.
name description vertices arcs latitude (N) longitude (W)
USA — 23 947 347 58 333 344 — —
CTR Central USA 14 081 816 34 292 496 [25.0; 50.0] [79.0; 100.0]
W Western USA 6 262 104 15 248 146 [27.0; 50.0] [100.0; 130.0]
E Eastern USA 3 598 623 8 778 114 [24.0; 50.0] [−∞; 79.0]

LKS Great Lakes 2 758 119 6 885 658 [41.0; 50.0] [74.0; 93.0]
CAL California and Nevada 1 890 815 4 657 742 [32.5; 42.0] [114.0; 125.0]
NE Northeast USA 1 524 453 3 897 636 [39.5, 43.0] [−∞; 76.0]
NW Northwest USA 1 207 945 2 840 208 [42.0; 50.0] [116.0; 126.0]
FLA Florida 1 070 376 2 712 798 [24.0; 31.0] [79; 87.5]
COL Colorado 435 666 1 057 066 [37.0; 41.0] [102.0; 109.0]
BAY Bay Area 321 270 800 172 [37.0; 39.0] [121; 123]
NY New York City 264 346 733 846 [40.3; 41.3] [73.5; 74.5]

Random queries. Table 2 gives data for random queries on the two largest road graphs avail-
able, Europe and USA, each with both length functions.

Our algorithms were run on 1 000 queries picked uniformly at random. We report the average
query time (in milliseconds), the average number of scanned vertices and, when available, the
maximum number of scanned vertices (over the queries in the set). Also shown are the total
preprocessing time (in minutes) and the total space in disk (in megabytes) required by the pre-
processed data. For d, this is only the graph itself; for alt, this includes the graph and landmark
data; for re, it includes the graph with shortcuts (which is larger) and an array of vertex reaches;
finally, the data for real includes the graph with shortcuts, the array of reaches, and landmark
data.

Note that for alt, re and real, query performance is worse for the distance-based metric,
but not drastically so. Preprocessing performance is similar, and depends both on the base graph
and on the length function. Comparing real-(16,1) to real-(64,16), we see they have almost
identical query performance with transit times, and that real-(64,16) is slightly better with travel
distances. Given that real-(64,16) requires about half as much disk space, it has the edge for
these queries. On graphs with the distance metric, real-(64,16) wins both in time and in space.
However, preprocessing for it takes roughly twice as long. re is less robust than real.

We can compare the new methods to previous ones when travel times are used as the length
function. re and real substantially improve on their old counterparts, especially in terms of
preprocessing time. re has worse performance than hh-mem, but not by much. For queries,
real-(64,16) performs similarly to hh: real-(64,16) uses a little less space, while hh is slightly
faster. Preprocessing for hh, however, is significantly faster. With no data available, we cannot
comment on the performance of hh and hh-mem on graphs with travel distances.

Graph size dependence. Tables 3 and 4 show how the performance of our algorithms scales
with graph size. Although times tend to increase as the graph grows, they are not strictly
monotone: the graph structure and the way the reach computation switches to the exact variant
affect query performance. However, it is clear that reach-based algorithms have better asymptotic
performance than alt. As the graph size increases by two orders of magnitude, so does the time
for alt queries. Running times of re and real change by a factor of six or less.

Regarding preprocessing, with a fixed number of landmarks alt is roughly linear in the graph
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Table 2: Data for random queries on Europe and USA graphs.

prep. time disk space query
graph method (min) (MB) avg sc. max sc. time (ms)

EUROPE alt 13.4 1 631 82 348 993 015 158.33
(times) re 82.8 626 4 563 8 866 3.48

real-(16,1) 96.2 1 864 741 3 518 1.17
real-(64,16) 143.9 935 683 2 817 1.14
re-old 1558 570 16 122 34 118 13.5
real-old 1625 1793 1 867 8 499 2.8
hh 15 1 570 884 — 0.8
hh-mem 55 692 1 976 — 1.4
d — 393 8 984 289 — 4 365.81

USA alt 18.5 2 608 187 968 2 183 718 399.21
(times) re 48.6 890 2 264 4 667 1.86

real-(16,1) 67.2 2 962 581 2 732 1.03
real-(64,16) 142.5 1 408 543 2 509 1.08
re-old 366 830 3 851 8 722 4.50
real-old 459 2 392 891 3 667 1.84
hh 18 1 686 1 076 — 0.88
hh-mem 65 919 2 217 — 1.60
d — 536 11 808 864 — 5 440.49

EUROPE alt 10.5 1 656 240 750 3 306 755 417.83
(distances) re 50.3 664 7 007 12 940 5.81

real-(16,1) 60.8 1 926 847 3 996 1.47
real-(64,16) 98.0 979 575 2 876 1.17
d — 393 8 991 955 — 2 934.24

USA alt 16.2 2463 276 195 2 910 133 533.53
(distances) re 73.8 928 6 866 13 589 6.06

real-(16,1) 90.0 2 854 872 5 563 1.83
real-(64,16) 153.2 1 410 633 3 312 1.52
d — 536 11 782 104 — 4 576.02

size. For 16 landmarks, alt preprocessing is faster than re, and the ratio of the two remains
roughly constant as the graph size increases. With 64 landmarks, the times for landmark selection
and reach computation are roughly the same: preprocessing takes about twice as long for real-
(64,16) than for re.

Local queries. Up to this point, we have reported data only on random queries. A more
realistic assumption for road networks is that most queries will be more local. To define the
notion of local queries formally, we use the concept of Dijkstra rank. Suppose we run Dijkstra’s
algorithm from s, and let v be the k-th vertex it scans. Then the Dijkstra rank of v with respect
to s is ⌊log2 k⌋. To generate a local query with rank r, we pick s uniformly at random from V ,
and pick t uniformly at random from positions [2r, 2r+1) in the scanning order. Note that our
definition of Dijkstra rank differs slightly from the one proposed by Sanders and Schultes [33],
but it has a similar purpose.

For each of the large graphs (Europe and USA, with both length functions), we generated
1 000 random queries for each Dijkstra rank between 28 and 224. The results are reported in
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Table 3: Data for USA graphs with travel times.

prep. time disk space query
graph method (min) (MB) avg sc. max sc. time (ms)

NY alt 0.1 26 2735 23739 2.16
re 0.9 10 1075 2845 0.67
real-(16,1) 1.0 29 227 1171 0.25
real-(64,16) 1.4 15 426 1253 0.39

BAY alt 0.2 31 3251 31953 2.28
re 0.5 11 751 2037 0.41
real-(16,1) 0.6 35 184 877 0.22
real-(64,16) 1.1 17 274 1117 0.28

COL alt 0.2 46 6533 70857 4.95
re 0.5 16 738 2404 0.38
real-(16,1) 0.8 52 172 807 0.23
real-(64,16) 1.4 25 227 1162 0.22

FLA alt 0.5 108 8195 126608 7.03
re 1.9 37 766 1576 0.48
real-(16,1) 2.4 121 199 1037 0.28
real-(64,16) 4.1 58 226 920 0.28

NW alt 0.6 127 13106 166870 13.00
re 1.8 42 1051 3609 0.62
real-(16,1) 2.4 143 211 1095 0.30
real-(64,16) 4.7 67 223 1277 0.31

NE alt 0.8 155 12161 148647 13.83
re 3.7 56 1455 3561 0.98
real-(16,1) 4.5 175 300 1596 0.39
real-(64,16) 7.6 86 328 1267 0.44

CAL alt 1.0 201 22418 227812 29.08
re 4.4 68 1109 3558 0.77
real-(16,1) 5.4 226 302 1591 0.45
real-(64,16) 9.0 107 362 2120 0.41

LKS alt 1.6 297 21616 218084 26.98
re 6.5 101 1522 3893 1.12
real-(16,1) 8.1 335 328 1708 0.52
real-(64,16) 13.9 160 357 1540 0.55

E alt 2.2 382 26712 516585 36.30
re 8.6 126 1410 3434 1.05
real-(16,1) 10.7 427 321 1565 0.52
real-(64,16) 18.6 202 331 1532 0.56

W alt 3.9 695 75494 888950 132.89
re 13.4 226 1636 4154 1.14
real-(16,1) 17.2 781 409 2026 0.64
real-(64,16) 33.5 365 394 1710 0.69

CTR alt 14.1 1640 119303 1335378 332.89
re 40.1 522 2129 5003 2.20
real-(16,1) 54.2 1846 532 2931 1.33
real-(64,16) 107.6 853 447 2154 1.27

USA alt 18.5 2608 187968 2183718 399.21
re 48.6 890 2264 4667 1.86
real-(16,1) 67.2 2962 581 2732 1.03
real-(64,16) 142.5 1408 543 2509 1.08
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Table 4: Data for USA graphs with travel distances.

prep. time disk space query
graph method (min) (MB) avg sc. max sc. time (ms)

NY alt 0.1 25 3083 35210 2.52
re 1.1 11 1638 3492 1.00
real-(16,1) 1.2 29 225 1403 0.33
real-(64,16) 1.6 15 533 1714 0.50

BAY alt 0.1 30 4875 80310 4.08
re 0.5 12 952 2205 0.58
real-(16,1) 0.7 35 192 932 0.28
real-(64,16) 1.1 18 282 1149 0.31

COL alt 0.2 43 5774 78677 4.88
re 0.7 16 1066 3380 0.66
real-(16,1) 0.9 49 179 1186 0.23
real-(64,16) 1.5 24 259 1431 0.31

FLA alt 0.5 103 12394 153621 12.38
re 2.3 38 1073 2654 0.73
real-(16,1) 2.8 117 243 1196 0.38
real-(64,16) 4.4 58 279 1611 0.36

NW alt 0.6 120 13994 131191 12.91
re 2.1 43 1285 3966 0.89
real-(16,1) 2.6 136 216 1112 0.36
real-(64,16) 4.7 66 250 1531 0.34

NE alt 0.8 147 15533 214572 18.27
re 4.8 58 2823 6294 2.03
real-(16,1) 5.6 170 337 2214 0.59
real-(64,16) 8.4 86 407 1952 0.59

CAL alt 1.0 189 27524 315506 36.11
re 4.5 70 1767 5302 1.23
real-(16,1) 5.5 217 337 2060 0.52
real-(64,16) 8.8 107 396 1904 0.55

LKS alt 1.5 281 41832 622476 60.44
re 9.5 106 3861 9055 3.14
real-(16,1) 11.0 324 473 2774 0.81
real-(64,16) 16.3 160 458 2668 0.75

E alt 1.9 360 43539 674704 67.28
re 10.1 132 3202 7117 2.64
real-(16,1) 12.1 412 397 2202 0.81
real-(64,16) 19.3 202 401 1985 0.70

W alt 3.6 654 75682 669930 109.23
re 14.4 234 2580 6316 1.94
real-(16,1) 18.0 747 453 3537 0.78
real-(64,16) 31.4 362 408 2163 0.77

CTR alt 12.7 1567 154980 1859858 369.74
re 62.9 547 6539 12619 6.86
real-(16,1) 75.5 1798 735 4270 2.22
real-(64,16) 120.1 859 519 2773 1.69

USA alt 16.2 2463 276195 2910133 533.53
re 73.8 928 6866 13589 6.06
real-(16,1) 90.0 2854 872 5563 1.83
real-(64,16) 153.2 1410 633 3312 1.52
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Figure 3: Local queries on Europe with travel times: running times (top) and scan counts (bot-
tom).
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Figure 4: Local queries: running times (top) and average number of vertices scanned (bottom)
for USA with travel times.
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Figure 5: Local queries: average number of vertices scanned on Europe with travel distances.
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Figure 6: Local queries: average number of vertices scanned on USA with travel distances.
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Figures 3 to 6.
Figures 3 and 4 present results for Europe and USA with travel times as the length function.

Comparing the two plots in each figure to one another, we observe that the curves representing
running times and operation counts are essentially shifted by a constant that is related to the
time per vertex scan of each method. Therefore, we discuss operations counts, unless mentioned
otherwise. In particular, for travel distances we report only operation counts (Figures 5 and 6).

As random queries tend to produce vertex pairs that are very far apart, our previous discussion
applies to local queries with high Dijkstra rank. In particular, in this context alt is the slowest
of the four algorithms, and the real variants are the fastest (with very similar performance).

Now consider very local queries, with small Dijkstra rank. real-(16,1) scans the fewest
vertices, but due to higher overhead its running time is slightly worse than that of re. real-
(64,16) mostly visits low-reach vertices and thus fails to take advantage of the landmark data. It
scans about the same number of vertices as re, but is slower due to higher overhead. alt has the
worst asymptotic performance as a function of the Dijkstra rank, but for small ranks it scans only
slightly more vertices than re. As the rank grows, alt becomes worse than the other codes, and
re becomes worse than real-(16,1). real-(64,16) improves, and catches up with real-(16,1)
for large ranks.

In terms of query times and scan counts, real-(16,1) is the best code. real-(64,16) is
somewhat worse for very local queries, but performs similarly for higher Dijkstra ranks. Its
main advantage is its lower space requirement.

Table 5: Data for real on USA for various landmark/sparsity combinations.

prep. disk query
time space avg max time

metric method (min) (MB) scans scans (ms)
times real-(16,1) 67.2 2962 581 2732 1.03

real-(16,2) 67.2 1926 591 2724 1.30
real-(16,4) 67.2 1408 598 2650 1.27
real-(16,8) 67.2 1148 610 2627 1.33
real-(16,16) 67.2 1019 647 2735 1.28
real-(64,4) 142.5 2962 495 3529 1.09
real-(64,8) 142.5 1926 505 2477 1.06
real-(64,16) 142.5 1408 543 2509 1.01
real-(64,32) 142.5 1148 612 2557 1.09
real-(64,64) 142.5 1019 744 2736 1.14

distances real-(16,1) 90.0 2854 872 5563 1.84
real-(16,2) 90.0 1891 887 5565 2.41
real-(16,4) 90.0 1410 897 5564 2.44
real-(16,8) 90.0 1169 911 5554 2.34
real-(16,16) 90.0 1048 947 5495 2.36
real-(64,4) 153.2 2854 569 3551 1.53
real-(64,8) 153.2 1891 583 3063 1.50
real-(64,16) 153.2 1410 633 3312 1.52
real-(64,32) 153.2 1169 780 3972 1.56
real-(64,64) 153.2 1048 975 3858 1.72
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Table 6: Data for real on Europe for various landmark/sparsity combinations.

prep. disk query
time space avg max time

metric method (min) (MB) scans scans (ms)
times real-(16,1) 96.2 1864 741 3518 1.17

real-(16,2) 96.2 1245 763 3529 1.52
real-(16,4) 96.2 935 777 3524 1.52
real-(16,8) 96.2 781 790 3543 1.50
real-(16,16) 96.2 703 878 3562 1.53
real-(64,4) 143.9 1864 570 2855 1.12
real-(64,8) 143.9 1245 585 2815 1.11
real-(64,16) 143.9 935 683 2817 1.12
real-(64,32) 143.9 781 909 3104 1.22
real-(64,64) 143.9 703 1591 5746 1.80

distances real-(16,1) 60.8 1926 847 3996 1.50
real-(16,2) 60.8 1295 860 4004 1.98
real-(16,4) 60.8 979 868 3993 1.98
real-(16,8) 60.8 822 883 4001 1.97
real-(16,16) 60.8 743 920 3912 1.95
real-(64,4) 98.0 1926 503 3843 1.11
real-(64,8) 98.0 1295 522 3755 1.08
real-(64,16) 98.0 979 575 2876 1.17
real-(64,32) 98.0 822 681 2856 1.20
real-(64,64) 98.0 743 1053 2868 1.52

Reach-aware landmarks. Next consider Tables 5 and 6. For 16 and 64 landmarks, we vary
the fraction of vertices for which landmark data is maintained. As the fraction decreases, we get
a substantial improvement in the memory overhead associated with landmarks. The number of
vertex scans increases only slightly except for the last steps ((16, 8) to (16, 16) and (64, 32) to
(64, 64)), where the increase is moderate. The running time remains nearly constant except for
the last step because as the fraction decreases, the proportion of cheaper vertex scans that do not
use landmarks increases.

One can win in all measures of query complexity. For example, compared to real-(16,1)
which is not landmark-aware, real-(64,16) uses less space and runs faster. Note that our current
preprocessing algorithm runs landmark generation on the full graph; for the landmark-aware case,
one could work with the graph induced by the high-reach vertices, improving performance.

7.2 Grid Graphs

Grid graphs with uniform random arc lengths are interesting because they do not have an obvious
highway hierarchy. We used square 2-dimensional and cube-shaped 3-dimensional grids in our
experiments. The 2-dimensional grids were generated using the spgrid generator, available at
the 9th DIMACS Challenge download page. The 3-dimensional grids were generated by our own
generator, kGrid. Both families are directed (not symmetric), with a vertex connected to its
neighbors in the grid with arcs of length chosen uniformly at random from the range [1, n], where
n is the number of vertices. We generated five grids of each size, and report the average results
obtained; the only exception is the maximum number of nodes scanned, which is taken over all
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Table 7: Data for 2-dimensional grids.

prep. time disk space query
graph method (min) (MB) avg sc. max sc. time (ms)
65536 d — 2.2 33752 — 14.83

bd — 2.2 21358 51819 16.69
alt 0.05 11.7 840 10003 1.30
re 1.76 3.4 2147 3706 1.53
real-(16,1) 1.81 12.8 219 1775 0.37
real-(64,16) 1.97 5.8 1947 3151 1.78

131044 d — 4.5 66865 — 30.72
bd — 4.5 41682 103770 40.48
alt 0.10 24.1 1407 18232 3.36
re 4.70 6.8 3032 5024 2.44
real-(16,1) 4.80 26.3 284 2050 0.65
real-(64,16) 5.14 11.7 2352 3516 2.56

262144 d — 9.0 134492 — 63.58
bd — 9.0 85587 205668 78.80
alt 0.21 48.7 2666 34039 7.56
re 14.38 13.3 4391 7022 4.00
real-(16,1) 14.58 53.0 384 2701 1.01
real-(64,16) 15.31 23.2 2283 3445 2.93

524176 d — 18.0 275589 — 112.80
bd — 18.0 174150 416925 160.14
alt 0.38 97.9 5459 72601 13.68
re 33.13 26.0 6288 10074 5.79
real-(16,1) 33.50 105.8 537 3521 1.32
real-(64,16) 34.84 45.9 1971 3213 2.71

five instances.
Table 7 shows computational results for 2-dimensional grid graphs, similar to those used in our

previous paper [16]. The table includes results for alt, re, two versions of real, d (the reference
implementation of Dijkstra’s algorithm) and bd (our own implementation of the bidirectional
version of Dijkstra’s algorithm). Note that bd scans fewer nodes than d, but has higher overhead
per scan, due to the fact that our implementation of bd is compatible with our more elaborate
algorithms, whereas d is more restricted.

Our new preprocessing algorithm (to computes reaches and shortcuts) is an order of magnitude
faster on these graphs. The algorithm is still much slower than for road graphs of similar size.
We did not, however, attempt to tune the algorithms for grid graphs, except by setting c = 1.0
for all iterations of the reach generation algorithm (the use of increasing values of c, starting
at 0.5, is tuned for road networks). Query times improve as well, by about a factor of 6. This
makes re competitive with alt; in fact, re appears to be asymptotically faster. Performance of
real-(16,1) improves as well.

Unlike what happens for random queries on road networks, on 2-dimensional grids real-
(64,16) performs substantially worse than real-(16,1). This is probably because the graphs are
relatively small and well-structured, thus making an increase in the number of landmarks not as
advantageous as for large road networks. The fact that the relative performance gap between the
two algorithms narrows as the graph size increases confirms this conjecture. For the smallest grid
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in our test, real-(64,16) is almost five times slower than real-(16,1) and even slower than re.
For the largest grid, however, it is faster than re and only about twice as slow as real-(16,1).

The experiments on 2-dimensional grids show that reaches help even when a graph does not
have an obvious highway hierarchy, and that the applicability of real is not restricted to road
networks. On the largest grid, it is five times faster than alt, and two orders of magnitude faster
than the bidirectional Dijkstra algorithm.

Table 8: Data for 3-dimensional grids.

prep. time disk space query
graph method (min) (MB) avg sc. max sc. time (ms)
32768 d — 1.6 16747 — 6.90

bd — 1.6 5840 18588 4.10
alt 0.02 4.5 483 5264 0.61
re 4.76 2.6 3166 7433 2.83
real-(16,1) 4.78 5.5 350 2609 0.74
real-(64,16) 4.86 3.3 3819 8056 3.73

64000 d — 3.1 31759 — 13.54
bd — 3.1 11338 36732 8.63
alt 0.04 10.1 723 8931 1.03
re 12.70 5.0 5053 11860 5.07
real-(16,1) 12.74 12.0 473 3824 1.17
real-(64,16) 12.91 6.8 5926 12839 7.00

132651 d — 6.5 66045 — 32.98
bd — 6.5 23738 79600 23.64
alt 0.09 24.0 1183 12104 2.01
re 39.45 10.3 8463 18379 10.01
real-(16,1) 39.55 27.9 688 5605 2.05
real-(64,16) 39.96 14.7 9674 20103 13.58

262144 d — 12.8 133552 — 89.65
bd — 12.8 48699 161036 52.31
alt 0.23 50.1 2286 29926 9.20
re 116.35 19.9 13156 27434 19.29
real-(16,1) 116.57 57.3 1077 7926 5.12
real-(64,16) 117.47 29.3 14734 29136 24.56

Next we discuss 3-dimensional grid data, given in Table 8. Since these graphs have higher
degree, we used c = 2.0 when generating shortcuts. The table shows that both reach and landmark
heuristics are less effective as on 2-dimensional grids. alt queries are only modestly slower,
however, and alt preprocessing time is not affected much. In contrast, re preprocessing becomes
asymptotically slower—the time roughly triples when the graph size doubles. With this rate of
growth, it would take about two months to preprocess a grid with 16 000 000 vertices, comparable
in size to the Europe graph.

Next we consider re and alt queries. The average number of scans for re is six to seven
times greater than that for alt. The running time is about five times greater, except for the
biggest problem, where it is greater by only slightly over a factor of two. The average number of
scans suggest that real-(16,1) has a small asymptotic advantage over alt and re. It is slightly
slower than alt on the smallest problem and a little faster on the largest one.

real-(64,16) is the slowest code and on average scans more vertices than re. We note that
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real and re use different strategies for balancing the forward and the reverse search. real
strictly alternates between the two searches, while re balances the radii of the two balls. This
explains the discrepancy.

These results show that 3-dimensional grids are on the edge of usefulness of current reach-based
methods. Preprocessing is useful only for large graphs, but on those it is expensive. Whether this
is a basic limitation of the method, or a limitation of our preprocessing algorithm, is an interesting
open question.

7.3 Exact Reaches and the Refinement Step

To illustrate the effectiveness of our new algorithm for computing exact reaches, we ran it on
BAY (with travel times), which has 321 270 vertices. The standard algorithm for computing
exact reaches on this graph takes almost 20 hours; the new algorithm takes 2 hours and 18
minutes. The speedup is even bigger for larger graphs. Unfortunately, the algorithm is still far
from being practical. The partial trees algorithm takes only 30 seconds and, because it changes
the input graph (by adding shorcuts), it actually finds better reaches. As we have seen, with the
normal preprocessing algorithm re scans 751 vertices and takes 0.41ms on average. With exact
reaches (but no shortcuts), these figures increase to 6, 345 and 2.92 ms, respectively.

Of course, one can always use the partial-trees algorithm to generate shortcuts and then
compute exact reaches in the resulting graph. Even though the graph with shortcuts has about
50% more arcs than the original one, computing exact reaches on it took 2 hours and 19 minutes,
about the same as before. But re queries became significantly better: the number of scanns is
reduced to 473, and the average time to 0.25 ms. This confirms the importance of shortcuts.

Even though computing exact reaches does improve queries, the preprocessing time is pro-
hibitive. A more practical use of the exact reach algorithms is as an addition to the partial trees
heuristic. As already mentioned, it is used in the refinement step of our algorithm. We perform
exact reach computation on the subgraph induced by the δ vertices with highest reach. All the
experiments we have presented so far use δ = ⌈5√n⌉, which provides a good balance between
reach quality and preprocessing time.

As already mentioned, when there is a refinement step, the algorithm switches to exact reach
computation during its first phase as soon as it starts an iteration where the number of vertices
left is at most δ/2. Once the exact arc reaches are computed, the algorithm eliminates the 1/3
that have small reach and adds shortcuts to the graph. This process is repeated until there are
no arcs left. As a result, significantly more shortcuts are added at the final iterations; the effect
is to reduce the reaches of high-reach vertices, at the expense of making the subgraph induced by
them denser.

Table 9 shows how the choice of δ affects the performance of the re algorithm on the USA
graph with travel times, in terms of both preprocessing and queries. Besides the original value of δ
(24 469), we also tested 97 873 (which is equal to ⌈20

√
n⌉) and zero (i.e., no refinement step). For

each value, the table shows the preprocessing time and the query performance on 1 000 random
pairs.

As one would expect, one can trade longer preprocessing for better query times. With δ =
24 469, the algorithm scans 10% fewer vertices on average than it would without the refinement
step. The running time, however, does not decrease accordingly because high-reach vertices have
higher degree. A more significant increase in δ, however, can substantially decrease the running
time.

The results of this section show that there is still room for improvement in our algorithm. At
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Table 9: Performance of re on the USA with travel times when the size of the refinement step
varies.

δ prep. time query
(min) avg sc. max sc. time (ms)

0 32.4 2555 5242 1.88
24469 48.6 2264 4667 1.86
97873 177.3 1803 4228 1.53

the very least, it could be better tuned. Ideally, however, one would like to have a more stable
algorithm for generating and computing reaches once the graph is small enough (and only vertices
of very high reach remain).

7.4 Retrieving the Shortest Path

The query times reported so far for re and real consider only the task of finding the shortest
path on the graph with shortcuts. Although this path has the same length as the corresponding
path in the original graph, it has much fewer arcs. On USA, for example, the shortest path
between a random pair of vertices has around 5 000 vertices in the original graph, but only about
30 in the graph with shortcuts.

Our algorithm can retrieve the original path from the path with shortcuts in time proportional
to the size of the original path. For this, it uses an arc map, which maps each arc to the two arcs
it replaces. The arc map is built during the preprocessing step and has roughly the same size as
the graph with shortcuts, but it is not included in the “disk space” column in previous tables,
since not all applications require it.

Since paths in the original graph have many more arcs than the paths found by re or real,
retrieving the original path can be relatively costly. To measure this, we reran the re algorithm.
After each query, we dumped the list of arc identifiers to an array, and at the same time computed
the sum of the costs of these arcs. Even though we already know what the sum will be, this
procedure is a good approximation of what an actual application might do.

Table 10 shows the running time of the standard re algorithm on all road networks we studied,
together with the time that would be necessary to retrieve the original paths. Note that retrieving
the original path would increase the query times of re by up to 50%. With real, the absolute
time to retrieve the path would be the same; since real is faster than re, path retrieval would
represent an even higher fraction of the total time. In particular, if one finds and retrieves a
shortest path on the USA graph with the distance metric using real-(64,16), 45% of the time
will be spent retrieving the original path, almost as much as actually finding it.

8 Concluding Remarks

For computing driving directions, our algorithms are extremely practical for large road networks,
both for servers and, because they scan so few vertices, even portable devices. Our improvements
made the algorithms faster and reduced memory requirements. The algorithms also work well on
2-dimensional grids.

An interesting direction of future research is to make the algorithm effective on a wider range of
graphs. We have shown that it has only limited applicability to 3-dimensional grids, for instance.
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Table 10: Running times of re algorithm on random pairs: search only is the time to find
the path on the graph with shortcuts (in milliseconds); path retrieval is the additional time
necessary to retrieve the original path, given both in milliseconds and as a fraction of the search
time. Note that the search time does not include the path retrieval time. The top half of the
table uses the travel time metric; the bottom half uses travel distances.

graph search only path retrieval
(ms) time (ms) overhead (%)

NY 0.672 0.031 4.6
BAY 0.407 0.061 15.0
COL 0.375 0.172 45.9
FLA 0.484 0.094 19.4
NW 0.625 0.156 25.0
NE 0.985 0.155 15.7

CAL 0.765 0.345 45.1
LKS 1.125 0.188 16.7

E 1.047 0.375 35.8
W 1.140 0.595 52.2

CTR 2.203 0.687 31.2
USA 1.860 0.796 42.8

Europe 3.485 0.421 12.1

NY 1.000 0.172 17.2
BAY 0.578 0.031 5.4
COL 0.656 0.172 26.2
FLA 0.734 0.219 29.8
NW 0.891 0.203 22.8
NE 2.031 0.406 20.0

CAL 1.234 0.235 19.0
LKS 3.141 0.749 23.8

E 2.641 0.625 23.7
W 1.938 0.453 23.4

CTR 6.859 1.047 15.3
USA 6.063 1.250 20.6

Europe 5.812 1.048 18.0
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Many open problems remain. The performance of our best query algorithms depend crucially
on the quality of the reaches available. Devising faster algorithms to compute exact reaches (or
at least better reaches) might make our queries even faster. More importantly, the problem of
finding good shortcuts deserves a more detailed study. Our current algorithm uses a series of
heuristics to determine when to add shortcuts, but there is no reason to believe they are the
best that can be done. It is also desirable to get theoretical justification for the good practical
performance of our algorithms.

Finally, it would be interesting to find other applications for the concepts and techniques we
developed. For example, reach information may also be useful for highway design: high-reach
local roads are natural candidates for becoming highways with increased speed limits.
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