
Noname manuscript No.
(will be inserted by the editor)

A Distributed Approach for Real-Time Multi-Camera
Multiple Object Tracking

Fabio Previtali · Domenico D. Bloisi · Luca Iocchi

the date of receipt and acceptance should be inserted later

Abstract Estimating the positions of a set of moving
objects captured from a network of cameras is still an
open problem in Computer Vision. In this paper, a dis-
tributed and real-time approach for tracking multiple
objects on multiple cameras is presented. A quantita-
tive comparison with six state-of-the-art methods has
been carried out on the publicly available PETS 2009
data set, demonstrating the effectiveness of the algo-
rithm. Moreover, the proposed method has been tested
also on a multi-camera soccer data set, showing its data
fusion capabilities.

Keywords Distributed Multiple Object Tracking ·
Real-Time Data Processing · Distributed Data
Association

1 Introduction

Network of cameras are widely used for monitoring pub-
lic spaces, like parks, stadiums, and airports [1,2]. How-
ever, there is a lack of robust on-line methods for au-
tomatically recognizing the behavior of people that can
be relevant for detecting abnormal situations.

Given multiple cameras, the problem of estimating
the positions of a set of moving objects is known as
Multi-Camera Multiple Object Tracking [3,4] and refers
to situations in which distributed perceptions come from
multiple sensors. The final goal is to generate a rep-
resentation of the observed environment that is more
accurate than the one that could be obtained by using
the sensors independently.
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In the context of sensor networks, dealing with a
distributed approach involves multiple challenges:

1. Communication constraints have to be considered
in the network topology, including the nature of the
shared information and the processing model (i.e.,
centralized or distributed)

2. Shared information can vary from exchanging sets
of particles (e.g., [5]) to parametric approximation
of the local posterior (e.g., [6]).

3. When multiple objects are present in the scene, a
data association process is needed to assign the ob-
servations to the tracks, taking care of possible oc-
clusions.

We present here a novel Multi-Camera Multiple Ob-
ject Tracking method, called PTracking, that is based
on Distributed Particle Filters (DPF ). In particular,
the main contributions of this paper are:

– A real-time multiple object tracking method.
– A novel clustering technique that keeps track of

multiple objects whose number is not known a pri-
ori, ensuring a limited Gaussian distribution in the
space of the particles.

– An asynchronous algorithm to improve the robust-
ness with respect to communication failures and dead
nodes.

PTracking has been quantitatively evaluated on two
publicly available data sets, i.e., PETS 2009 [7] and
Issia Soccer [8]. The experimental results have been
compared with six recent state-of-the-art methods to
demonstrate the effectiveness of the approach and its
real-time performance. Moreover, PTracking is released
as an open-source library1.

The remainder of this paper is organized as follows.
Section 2 contains a discussion about related work. The

1 http://www.dis.uniroma1.it/~previtali
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details of the proposed tracking algorithm are presented
in Section 3. The experimental evaluation, including a
quantitative comparison with other similar methods, is
described in Section 4. Finally, conclusions are drawn
in Section 5.

2 Related Work

The problem of tracking multiple objects using visual
data has been largely addressed in the literature (see
for example [3] for a complete survey). In this work, we
focus on the Distributed Multi-Camera Multiple Object
Tracking problem, where the goal is to track multiple
objects through a network of cameras.

As pointed out in [9], multi-object tracking algo-
rithms can be classified into two broad groups, namely
global and recursive methods.

Global methods. In global (or offline) approaches,
the tracking problem is formulated as an optimization
one, where all the trajectories within a temporal win-
dow are jointly optimized (e.g., [10,11]). To be compu-
tationally tractable, the algorithms in this group aim at
reducing the space of the possible object locations to a
“sufficiently small” set of discrete points in space, either
by first locating objects in each frame and then link-
ing them together or by using a discrete location grid.
An example of a multi-camera global method, based on
k -shortest paths optimization, is described by Berclaz
et al. [12]. Firstly, objects are detected in individual
frames; then, they are linked across frames to increase
the robustness to false detections. Leal-Taixé et al. [13]
formulate a graph model for the multiple object track-
ing challenge by minimizing a network flow problem.
An example of single-camera method is proposed by
Henriques et al. [14]. A graph structure allows poly-
nomial algorithms to obtain many-to-one and one-to-
many optimal matchings; individual identities are re-
solved by matching objects across portions of the track
graph where identities are ambiguous. Although global
methods can achieve very accurate results, their main
limitation is in the need of having the complete video
sequence in input, thus making them unfeasible for real-
time applications.

Recursive methods. Recursive (or online) methods
estimate the current state relying only on the previ-
ous state and optimize each trajectory independently.
Early examples of online methods are based on Kalman
filters (e.g., [15,16]), while more recent work usually
uses particle filters, which can model non-linear behav-
iors and multi-modal posterior distributions. For ex-
ample, Breitenstein et al. [17] obtain good results using

a particle filtering framework in a single-camera set-
ting. Yang et al. [18], instead, design a method based
on a probabilistic appearance model to track multi-
ple people through complex situations. Both the back-
ground and foreground models are described by Gaus-
sian appearance models. However, the system by Yang
et al. is not able to work in real-time and it relies on a
static background, making the entire method not robust
to changes in the environment. An example of multi-
camera method based on tracklet confidence and online
discriminative appearance learning is described by Bae
et al. [19]. They first formulate the multi-object track-
ing problem based on the detectability and continuity
of a tracklet. Next, the tracking problem is solved by as-
sociating the tracklets according to their confidence val-
ues. Finally, an incremental linear discriminant analysis
is applied for discriminating the appearances of objects.
The technique proposed by Bae et al. could be used in
real-time applications with a proper optimization of the
code released by the authors.

In addition to the general classification into recur-
sive and global methods, it is possible to provide a
specific categorization for multi-camera approaches. In
particular, according to the policy adopted for exchang-
ing information, multi-camera tracking algorithms can
be divided into synchronous and asynchronous.

Synchronous methods. This class contains algorithms
running under the centralized control of a fixed-rate
clock signal. For example, Gu et al. [20] present a syn-
chronous algorithm based on the exchange of Gaussian
Mixture Models (GMM) parameters that are evaluated
using a distributed Expectation Maximisation (EM)
method. Given this global approximation, particles and
weights are extracted and propagated locally to the
sensor nodes. In the approach proposed by Ong et al.
[21], instead, the GMM parameters are used to remove
known past information by applying a division opera-
tion between two estimations. In our work, we also use
GMM parameters to exchange information among the
camera nodes, but, as a difference with the above men-
tioned approaches, the GMM parameters are obtained
after a clustering process. An exemplifying approach
that clusters the particle cloud to detect the objects’
poses is given by Wu et al. [22], where a Boosted Inter-
actively Distributed Particle Filter (B-IDPF ) is used
to initialize a variable number of tracking targets. The
identities of the various targets are kept by the B-IDPF,
allowing for a distinction of overlapping targets. How-
ever, the method in [22] is synchronous, making the
system less usable in real scenarios. In our approach,
we apply a novel clustering algorithm that does not
need any initialization and that can adapt dynamically
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Fig. 1 The functional architecture of the proposed approach. Each node performs a local and a global estimation of the
observed situation. For the global estimation, local information collected from other nodes (black arrows) are used. This image
best seen in color.

the number of clusters for to reflecting the number of
objects to be tracked.

Asynchronous methods. Approaches in this class op-
erate under distributed control, without a global clock.
An asynchronous method is presented by Oreshkin et
al. [23], where the posterior probability is evaluated us-
ing a gossiping protocol for data dissemination. While it
grants the advantages of asynchronous approaches, the
communication overhead is increased since the GMM
technique is not exploited. Differently from [23], we
adopt the GMM representation to reduce the informa-
tion exchanged.

In the next section, we describe our distributed, re-
cursive, and real-time method that integrates at the
same time:

1. A clustering algorithm to track an unknown and
variable number of objects.

2. An asynchronous mechanism to gain system flexi-
bility in case of occlusions or camera failures.

3 Proposed Approach

The Distributed Multi-Camera Multiple Object Track-
ing problem can be formalized as follows. Let O =
{o1, . . . , on} be the vector of all moving objects in the
scene, and S = {s1, . . . , sS} be the vector of arbitrarily
placed fixed cameras, monitoring the scene from differ-
ent view points. Since we are considering fixed cameras,
moving objects can be detected by means of a computa-
tionally efficient background subtraction algorithm: In
particular, we use the IMBS method described in [24,
25]. This choice allows for coping with multiple data
streams on a single CPU. As an alternative, it is possi-
ble to detect moving object with a classification based

method, e.g., [26], but that solution requires dedicated
hardware to process multiple streams in real-time.

The number of objects n is unknown and can change
over time. The vector of measurements about the ob-
jects in the field-of-view of a camera s ∈ S at a time

t is denoted by zs,t = {z(1)s,t , . . . , z
(l)
s,t}, l ∈ Z, where a

measurement z
(i)
s,t can be either a real object present in

the environment or a false positive. Measurements zs,t
can be either calibrated or not depending on the setup
configuration.

In the case of calibrated measurements, the infor-
mation coming from each camera are projected into a
common global reference system, thus allowing to cre-
ate a global belief-state of the tracked objects. The vec-
tor of all the measurements gathered by all cameras at
time t is denoted by zS,t = {zs,t | s ∈ S}. The history in
time of all the measurements coming from all cameras
is defined as zS,1:t = {zS,j : 1 ≤ j ≤ t}. It is worth
noticing that we do not assume the measurements gen-
erated by the cameras to be synchronized. The goal is to
determine, for each camera s, an estimation xs,t of the
position of the objects at time t in a distributed fashion.
To achieve this goal, we estimate, for each camera s, the

position xs,t = {x(1)s,t , . . . , x
(v)
s,t }, v ∈ Z, of the objects by

merging all the camera views.

3.1 PTracking

The functional architecture of the proposed approach
is shown in Fig. 1. The algorithm, which includes a lo-
cal estimation and a global estimation phase, runs on
each camera node. The results obtained by a node are
shared with other nodes to generate a better represen-
tation of the monitored scene. Since the nodes send
continuously information about their observations, the
estimation computed by one algorithm instance may
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Algorithm 1: PTracking

Input: perceptions zs,t, local track numbers is,t−1,
global track numbers Is,t−1

Data: set of local particles ξ̃s,t, set of global particles
ξ̃S′,t, local GMM set L, global GMM set G

Output: global estimations
xs,t = (Is,t,Λs,t,Ms,t,Σs,t)

1 begin

2 ξ̃s,t ∼ πt(xs,t|xs,t−1, zs,t)

3 Re-sample by using the SIR principle

4 L = KClusterize(ξ̃s,t)

5 (is,t,λs,t,µs,t,σs,t) = DataAssociation(L, is,t−1)

6 Communicate belief (is,t,λs,t,µs,t,σs,t) to other
network nodes

7 end

8 begin
9 Collect LS′ from a subset S′ ⊆ S of cameras

within a ∆t

10 ξ̃S′,t ∼ π̃ =
∑

s∈S′ λs,tN (µs,t,σs,t)

11 Re-sample by using the SIR principle

12 G = KClusterize(ξ̃S′,t)

13 (Is,t,Λs,t,Ms,t,Σs,t) = DataAssociation(G, Is,t−1)

14 end

be different from the others due to noise or delay in
communication. Specifically, the overall objective is to
determine the likelihood p(xs,t | zS,1:t) of the global es-
timation xs,t for each camera s, given the observations
zS,1:t collected by all cameras. We assume that the ac-
quired observations are affected by an unknown noise,
which is conditionally independent among the cameras.

During the acquisition process, each camera does
not interact with the others, thus allowing for a factor-
ization of the likelihood of the global estimation that
can be expressed by the following joint likelihood:

p(zS,t|xS,t) =
∏

s∈S
p(zs,t|xs,t) (1)

Given the assumption in Eq. (1), a fusion algorithm can
be described by the Bayesian Recursive Estimation:

p(xs,t|zS,1:t) =
p(zS,t|xs,t)p(xs,t|zS,1:t−1)∫
p(zS,t|xs,t)p(xs,t|zS,1:t−1)dxs,t

(2)

p(xs,t|zS,1:t−1) =

∫
p(xs,t|xs,t−1)p(xs,t−1|zS,1:t−1)dxs,t−1(3)

Eq. (2) and Eq. (3) represent a global recursive up-
date that can be computed if and only if the com-
plete knowledge about the environment is available -
i.e., p(zS,t|xs,t). Therefore, we approximate the exact
optimal Bayesian computation - Eq. (2) and Eq. (3) -
by using a Distributed Particle Filter-based algorithm
[27]. The details of our solution are given in Algorithm
1.

Local estimation. The local estimation phase (see Al-
gorithm 1, lines 1-7) contains three steps:

1. A particle filtering step, which computes the evolu-
tion of the local estimations given the local obser-
vations zs,t.

2. A clustering step, which determines the GMM pa-
rameters of the distribution.

3. A data association step to assign an identity to each
object o ∈ O.

The prediction step of the particle filter uses an ini-
tial guessed distribution, based on a transition state
model π, to predict the next state based on the object
movement. We assume that all tracked objects have the
same motion model, namely we adopt a constant linear
velocity assumption, which is appropriate for tracking
people.

Afterwards, the transition model, given by the mea-
surements zs,t, is applied by using the previously com-
puted state xs,t−1. From this guessed distribution, a set
of samples is drawn and weighted exploiting the current
local perception zs,t. Finally, the Sampling Importance
Re-sampling (SIR) principle is used to re-sample the
particles, which are then clustered to determine the pa-
rameters of the final GMM model. It is worth noticing
that the clustering step allows to create a more com-
pact information structure, thus reducing the commu-
nication overhead.

A data association procedure is then carried out to
assign an identity (i.e., a track number) to each object.
Before assigning a stable identity to an object, first a
temporary track (with no identity) is created, which is
promoted to be a stable track only if a sufficient num-
ber of matches between observations and the tempo-
rary track are found. Similarly, a track is deleted when
there is no match with any detection for a significant
number of frames. When the final GMM set has been
computed, each camera broadcasts the set of GMM pa-
rameters that describe all the detected objects.

KClusterize. The clustering phase is performed by
using a novel clustering algorithm, called KClusterize
(see Algorithm 2), aiming at fulfilling the following three
requirements:

1. The number of objects to be detected are not known
a priori ;

2. A low computational load is needed for real-time
applications;

3. Each cluster may present a Gaussian distribution.

Alternative clustering methods are not adequate to
address our problem, since they either require to know
the number of clusters in advance (e.g., k-means), or
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Algorithm 2: KClusterize

Input: particle set P = {p1, . . . , pm}
Data: set of centroids F , cluster of particles ci,

Gaussian cluster set Q and C
Output: GMM set (λ,µ,σ)

1 initialize F = ∅
2 foreach pi ∈ P do
3 if ∀fk ∈ F {‖pi − fk‖ > δmodel} then
4 F = F ∪ {pi}

5 ci = ∅ ∀i ∈ [1, |F|]
6 foreach pi ∈ P do
7 foreach fk ∈ F do
8 if ‖pi − fk‖ ≤ δmodel then
9 ck = ck ∪ {pi}

10 initialize C = ∅
11 foreach ci do
12 if ci 6∼ N (µ, σ) then
13 Q = KClusterize(ci)
14 foreach qj ∈ Q do
15 if qj ∼ N (µ, σ) then
16 C = C ∪ {qj}
17 compute (λ,µ,σ) from C

they are computationally expensive and thus not feasi-
ble for running in real-time (e.g., free-clustering algo-
rithms like Hierarchical Clustering [28], BSAS [29] or
QT-Clustering [30]).

Fig. 2 shows a comparison, in terms of computa-
tional load, between KClusterize and two other well-
known clustering techniques, demonstrating that our
approach is faster than the two others methods.

An example where not knowing the exact number
of objects to be clustered brings to multiple clustering
outcomes is shown in Fig. 3. To cope with this prob-
lem, KClusterize first clusters the particles trying to
find all the possible Gaussian distributions by using as
centroids the ones computed at the previous iteration.
Then, a post-processing step is applied to verify that
each cluster actually represents a Gaussian distribution.
To this end, all the non-Gaussian clusters are split (if
possible) into Gaussian clusters.

To check that a cluster represents a Gaussian dis-
tribution, we first draw - for each cluster - a Gaussian
distribution centered on the cluster centroid with σ = 1.
Afterwards, the set of points contained into each clus-
ter is compared with the corresponding ones generated
from the cluster centroid by using the Euclidean dis-
tance. It is important to note that the final number
of Gaussian distribution components provided as out-
put can be different from the one found during the first
step. Finally, the obtained clusters are used to create a
GMM set (λs,t,µs,t,σs,t), representing the estimations
performed by the camera s.

Fig. 2 Non-parametric clustering speed comparison while
varying the number of points to be clustered. KClusterize out-
performs both approaches in terms of computational speed.

Global estimation. The global estimation process (see
Algorithm 1, lines 8-14) manages the information from
other cameras. As mentioned above, our method is asyn-
chronous and the data collection phase is limited to
a small amount of time ∆t. During this period, data
are received from a subset S ′ ⊆ S of cameras. This
mechanism is robust to communication delays and dead
nodes, since the global estimation phase proceeds even
if some node is not communicating or the communica-
tion channel is not reliable.

Once data have been gathered, a particle set ξ̃S′,t

is updated using the received GMM parameters rep-
resented by the tuple (is,t,λs,t,µs,t,σs,t) for s ∈ S ′.
Those particles are re-sampled in order to extract re-
liable quality information about the global estimates.
Then, a weighting procedure is applied to the set. In-
stead of weighting the particles by using the whole
pool of GMM parameters, we cluster them by apply-
ing KClusterize again to obtain a new GMM pool. The
weighting of particles is performed using such a new
GMM pool. In this way, the assigned weights are more
consistent since only the most relevant parameters are
considered.

The global estimation phase determines the GMM
parameter set of the tracked objects by considering all
the information available at time t (local observations
and information received by other cameras). Finally, a
data association step is applied to assign an identity to
each object by considering all the available information
received by other cameras.

Data association. A track number is assigned to each
object by associating the new observations to the exist-
ing tracks. This is the most difficult and fundamental
step for any tracking algorithm. In our approach, we
consider as features for data association the direction,
the velocity, and the position of the tracked objects
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(a) Analysed situation.

(b) K-means with k = 2. (c) Hierarchical Clustering.

(d) QT-Clustering. (e) KClusterize.

Fig. 3 The particle cloud in this example represents exactly two individuals walking very close each other (a). KClusterize
(e) is able to correctly cluster each individual separately without needing any information about the number of clusters to be
given as output, while the outcome of k-means is correct only in the case of k = 2 (b). The two other non parametric clustering
algorithms output as well the correct solution but taking much more time (see Fig. 2) for the computation (c,d).

and the observations (see Algorithm 3). The function
sameDirection() computes the angle between two tra-
jectories, sameModule() compares the module of two
vectors, while close() measures how close are two points.

Partial and complete occlusions can occur when ob-
jects are aligned with respect to the camera view or
when they are very close to each other, making visual
tracking hard. Our solution to cope with the split and
merge problem is to consider collapsing tracks to form a
group, instead of tracking them separately. When mul-
tiple tracks have their bounding boxes moving closer
to each other, the tracker stores their HSV color his-
tograms and it merges them into a group – the his-
tograms are used as models for re-identifying the ob-
jects when the occlusion phase is over. The HSV color
model is more robust to illumination changes than RGB.

A group evolves considering both the estimated tra-
jectory and the observations coming from the detec-
tor. When an occluded object becomes visible again,
the stored histograms are used to recover and re-assign
the correct identification number, which was belonging
to the corresponding registered track (see Algorithm 3,
line 9).

4 Experimental Evaluation

There are multiple available benchmark sequences for
multi-person tracking. We decided to evaluate our ap-

Algorithm 3: Data Association

Input: GMM set (Λs,t,Ms,t,Σs,t), global track
numbers IS′,t−1

Data: es estimation performed by camera s, set of
estimations to fuse A

Output: global estimations
xs,t = (Is,t,Λs,t,Ms,t,Σs,t)

1 foreach s ∈ S′ ⊆ S do
2 A = ∅
3 foreach es ∈Ms,t do
4 A = A ∪ {es}
5 foreach s̃ ∈ S′ ⊆ S, s 6= s̃ do
6 foreach es̃ ∈M s̃,t do
7 if sameDirection(es, es̃) and

sameModule(es, es̃) and close(es, es̃)
then

8 A = A ∪ {es̃}

9 IA = Re-Identification(A)

10 // Re-Identification has failed, we assign a new
track number

11 if IA = −1 then
12 IA = maxTrackNumber + 1
13 xs,t = xs,t−1 ∪ FuseData(A,Λs,t,Σs,t, IA)

proach on two well-known and publicly available data
sets, namely PETS 2009 and Issia Soccer.
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(a) View 1 (b) View 3 (c) View 6 (d) View 7 (e) View 8

Fig. 4 Multiple views of frame #600 of the PETS 2009 data set.

(a) Camera 1 (b) Camera 2 (c) Camera 3 (d) Camera 4

Fig. 5 Multiple views of frame #0000 of the Issia Soccer data set.

Data Sets. PETS 20092 is a very challenging data set
because the subjects often change direction and groups
form and split frequently. Additional challenges are the
significant complete and partial occlusions caused by
the traffic sign on the light pole (see view 1 in Fig. 4),
by the tree (see view 3 in Fig. 4) and by other track-
ing objects. Moreover, the motion of some people is
highly dynamic, as they are suddenly stopping, moving
backward, or in circles. In particular, we use the S2.L1
sequences performing a multi-camera tracking on views
1, 3, 6, 7, and 8. Ground-truth annotations for the used
sequences are publicly available3.

Issia Soccer contains a multi-view sequence (3000
frames) from a real soccer match. The images have
been captured by multiple partially overlapping cam-
eras placed in two sides of the soccer field. Large inter-
person occlusions are presents, thus making the data as-
sociation very challenging, especially when players cross
with each other. In particular, we exploit the views
provided by cameras 1, 2, 3 and 4. Also in this case,
ground-truth data are publicly available4.

Quantitative Analysis. Two CLEAR MOT [31] met-
rics, namely Multiple Object Tracking Accuracy (MOTA)
and Multiple Object Tracking Precision (MOTP), are
used to quantitatively measure the performance of our
method. MOTA is defined as:

MOTA = 1−
∑Nframes

t=1 (cm(mt) + cf (fpt) + cs(ID-St))∑Nframes

t=1 N
(t)
G

(4)

2 http://www.cvg.reading.ac.uk/PETS2009
3 http://www.milanton.de/data/
4 http://www.ino.it/home/spagnolo/Dataset.html

where, after computing the mapping for frame t, mt is
the number of misses, fpt is the number of false pos-
itives, and ID-St is the number of ID mismatches in
frame t considering the mapping in frame (t − 1). The
values used for the weighting functions in this evalua-
tion are cm = cf = 1 and cs = log10. To generate the
precision score, we calculate the spatio-temporal over-
lap between the reference tracks and the system output
tracks. MOTP is defined as:

MOTP =

∑Nmapped

i=1

∑N
(t)
frames

t=1

[
|G(t)

i ∩D
(t)
i |

|G(t)
i ∪D

(t)
i |

]
∑Nframes

t=1 N
(t)
mapped

(5)

where Nmapped refers to the mapped system output
objects over an entire reference track taking into ac-
count splits and merges. N t

mapped refers to the number
of mapped objects in the t-th frame.

We use the ground-truth annotations provided in
[9] and the CLEAR MOT metrics have been calculated
by using the code5 provided by Zhang et al. [32]. The
assignment of tracking output to ground-truth is done
by using the Hungarian algorithm with an assignment
cut-off at 1 meter. MOTP is normalized to this cut-off
threshold.

Table 1 shows the quantitative comparison with six
state-of-the-art approaches on the PETS 2009 data set.
The results for the other methods are extracted from
the corresponding papers. We run also a version of our
algorithm (denoted as PTracking∗) where the KCluster-
ize algorithm is replaced with the non-parametric ap-
proach QT-Clustering. Although this replacement leads
to better results, PTracking∗ version does not run in

5 http://cs-people.bu.edu/jmzhang/tracker_hierarchy/

Tracker_Hierarchy.htm
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Table 1 Quantitative comparison on PETS 2009 with six state-of-the-art approaches. MOTA considers the number of missed
detections, the number of false positives, and the switches of identities. MOTP considers the precision of the detections. The
results for the other methods are taken from the corresponding papers. PTracking∗ results have been obtained by replacing
the proposed KClusterize clustering algorithm with the non-parametric approach QT-Clustering.

Leal-Taixé

[13]

Berclaz

[12]

Henriques

[14]

Breitenstein

[12]

Yang

[18]

Bae

[19]
PTracking PTracking∗

MOTA 67.0% 73.2% 83.3% 74.5% 75.9% 83.0% 87.4% 88.2%

MOTP 53.4% 60.3% 71.1% 56.3% 53.8% 69.6% 72.2% 71.7%

ID-S - 28 10 - - 4 7 8

Type Offline Offline Offline Online Online Online Online Online

Camera Multi Multi Mono Mono Mono Multi Multi Multi

Real-time NO NO NO NO NO YES YES (30.2 FPS) NO (11.8 FPS)

Table 2 Quantitative comparison of the proposed approach on Issia Soccer. MOTA considers the number of missed detections,
the number of false positives and the switches of identities. MOTP considers the precision of the detections.

PTracking

Camera 1

PTracking

Camera 1, 2

PTracking

Camera 1, 2, 3

PTracking

Camera 1, 2, 3, 4

MOTA 72.3% 78.9% 81.7% 89.4%

MOTP 61.2% 63.8% 65.1% 70.6%

ID-S 21 16 14 11

Table 3 Computational speed analysis of each component of the tracking algorithm.

Local Estimation Clustering Global Estimation

PETS 2009 1.81± 0.22 ms 0.73± 0.12 ms 0.16± 0.04 ms

Issia Soccer 2.53± 0.31 ms 0.99± 0.11 ms 0.27± 0.09 ms

real-time, i.e., the speed is lower than 25 frames per
second (FPS). Table 2 contains the results on the Is-
sia Soccer data set, showing the improvements that are
obtained when data from all the available cameras are
processed.

The C++ code and the parameters used for ob-
taining the experimental results reported in this Sec-
tion can be obtained by following the instructions at
http://www.dis.uniroma1.it/~previtali.

Qualitative Evaluation. We also performed a quali-
tative evaluation of the distributed data fusion perfor-
mance of our approach. Fig. 6 shows the PTracking re-
sults on frame #200 of PETS 2009. It is worth noticing
that people identities are consistent in each camera (i.e.,
a person always has the same identity in all views where
he/she is present). Moreover, in view 8 person number
2 is completely occluded by person number 5, however,
thanks to the tracking information coming from other
cameras such a person is still re-projected back also in
that view.

Fig. 7 shows the PTracking results on frame #1380
of the Issia Soccer data set. In that scenario, play-
ers tracked outside the soccer area are filtered out in
the plan view, because they are considered as outliers.
Therefore, performing tracking in a metric reference
frame – i.e., plan view – allows to be much more ro-

bust in terms of false positives, hence increasing the
tracking accuracy.

Runtime Performance. A primary requirement to
be taken into account when designing a system to deal
with the Multi-Object Tracking problem is to obtain
a real-time solution. We measured the computational
speed of our method both on the PETS 2009 and the
Issia Soccer data sets. The tests have been made on
a quad-core Intel(R) Core (TM) i7-3610QM CPU @
2.30GHz, 8 GB RAM.

Table 3 shows the computational time needed by
the proposed approach (i.e., Local Estimation, Cluster-
ing, Global Estimation) to run on PETS 2009 and Issia
Soccer. The obtained results demonstrate that our ap-
proach can run in real-time on a commercial CPU.

Discussion. The experimental results demonstrate the
capacity of our method to effectively deal with the chal-
lenging multi-camera multiple object tracking problem
by adopting a distributed processing. Our approach has
been compared with six recent state-of-the-art methods
on the PETS 2009 data set and it achieves better per-
formance when fusing data coming from multiple cam-
eras. Indeed, since PTracking runs at both local and
global level, the false assignments that can be made in
the local phase are resolved when the distributed pro-
cess is performed. Results in Table 2 demonstrates how
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(a) View 1 (b) View 3 (c) View 6

(d) View 7 (e) View 8 (f) Plan View

Fig. 6 PTracking results on frame #200 of the PETS 2009 data set. Tracking data are re-projected back to each camera after
performing the tracking on the plan view image (f).

(a) Camera 1 (b) Camera 3 (c) Plan View

Fig. 7 Qualitative results on frame #1380 of the Issia Soccer data set. Tracking data have been re-projected back to each
camera after having performed the tracking on the plan view image. People tracked outside the soccer field are filtered out in
the plan view.

the tracking performance can be improved when more
cameras are available.

In addition, we have provided quantitative results
on a publicly available challenging soccer data set, show-
ing the data fusion capabilities of the method when
strong occlusions are present. PTracking is completely
scalable and the introduction of more cameras can be
smoothly and easily tackled. Finally, as demonstrated
in Table 1, it is possible to perform online tracking with
a different clustering technique that has a different bal-
ance between accuracy and efficiency.

5 Conclusions

In this paper, we have presented an approach, called
PTracking, for Distributed Multi-Camera Multiple Ob-
ject Tracking based on a novel technique for Distributed

Multi-Clustered Particle Filtering. PTracking guaran-
tees a fully distributed architecture, adaptivity to the
number of objects to be tracked, real-time performance,
a high estimation accuracy, and an elevated precision.
This is achieved thanks to (1) an online multiple object
tracking method, (2) a novel clustering technique that
keeps track of multiple Gaussian objects whose num-
ber is not known a priori, (3) an improved robustness
and reduced network overload by exploiting the Gaus-
sian Mixture Models approximation and (4) an asyn-
chronous mechanism to improve the flexibility and the
robustness of the entire approach with respect to com-
munication failures and dead nodes.

A data association method, which can deal with
multiple data allows to increase the accuracy and pre-
cision when data from multiple cameras are available.
Our method has been quantitatively compared with six
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recent state-of-the-art methods by using the publicly
available data sets PETS 2009 and Issia Soccer. The
results of the comparison demonstrate the effective-
ness of the proposed approach. Moreover, the described
method is available as an open-source library and the
experimental results reported in this manuscript can
be reproduced by following the instructions at http:

//www.dis.uniroma1.it/~previtali.
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