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Abstract— Today’s robots are able to perform more and
more complex tasks, which usually require a high degree of
interaction with the environment they have to operate in. As a
consequence, robotic systems should have a deep and specific
knowledge of their workspaces, which goes far beyond a simple
metric representation a robotic system can build up through
SLAM (Simultaneous Localization and Mapping). In this pa-
per, we present a novel human-robot collaboration approach,
designed to extract 3D shapes associated to objects of interest
pointed out by a human operator. The information regarding
the segmented objects are then integrated into a metric map,
built by the robot, providing a high-level representation of the
environment that embodies all the knowledge required by a
robot to actually execute complex tasks.

I. INTRODUCTION

Capturing the environmental complexity surrounding a
robot is essential in order to effectively apply service robots
to human-sized environments. However, there is still a gap in
terms of user expectations and robot functionality. One of the
limiting factors of current technology is the poor perception
of the environment, which drastically impacts what the robot
can understand about its surroundings. On the one side, this
has led to a significant effort in improving sensing devices
and perception capabilities. On the other side, the problem
has been tackled by looking at forms of collaboration be-
tween humans and robots, focusing on providing support to
the robot for the acquisition of knowledge and awareness
about the operational environment.

In this paper, we describe a human-robot collaboration
based approach for building a high-level representation of the
environment, which includes both geometric and symbolic
information. The robot is responsible of building the metric
map of environment, while the human operator provides
spatial hints about every possible entity of interest that have
to be included into the map. Our system (see Fig. 1) is
designed on top of two components: 1) A vocal interface
that allows for the user to communicate with the system, in
order to label the elements of interest in the environment; 2)
A SLAM (Simultaneous Localization and Mapping) module
for building up the map of the environment, which is also
able to integrate the semantic information provided by the
user.

The system aims at generating an augmented map of the
environment that the robotic system can effectively use to
perform commands, such as “go to the kitchen” or “check
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Fig. 1. Architecture of the proposed system. Human-robot collaboration
is used for semantic labeling of the environment. All the labels provided
by the user are then integrated into the metric map, thus permitting us to
generate a semantic map of the environment.

whether the TV set is on”. Task-oriented goals, like the
ones aforementioned, can be carried out only if metric and
semantic information about the operating area are suitably
merged. The resulting integrated representation can enable
the system to perform topological navigation, to understand
target locations, and to find objects in the environment.

Our framework contains three macro-modules, namely
Knowledge Acquisition (KA), Object Segmentation, and Map
Integration (see Fig. 1). While the KA macro-module has
been introduced in [1], in this work we focus on the Pose
Estimation module, that includes the core functions for
obtaining the desired semantic labeling of the environment.
Indeed, by exploiting a multi-modal interaction paradigm,
this module allows for the recognition and extraction of
three-dimensional (3D) shapes associated to objects of in-
terest in the scene. Finally, we will describe how labels
representing the recognized objects can easily be integrated
into a metric map estimated through a graph-based SLAM
technique, in order to obtain the needed knowledge about the
environment.

The main contributions of this work are: 1) A user-
friendly knowledge acquisition methodology which uses a
very easy-to-adapt knowledge base, thus being applicable in
multiple environments; 2) An object-segmentation approach
for real-time extraction of 3D shapes; 3) A map-integration
mechanism that can merge the observed objects into the
graph-based SLAM algorithm, in order to exploit the entities
of interest for building an enriched SLAM graph.

The remainder of the paper is organized as follows. After



giving in Section II a relevant overview about the state of
the art, in Section III we provide a detailed description of
our system. The experimental validation is then described
in Section IV, while the conclusions are drawn in the last
section.

II. RELATED WORK

Every robot operates within a workspace. Whenever its
purpose is mainly navigation, a geometric map containing
spatial information is far enough for its tasks. Still, in order
to accomplish task-oriented goals, it would be desirable that
any meaningful environmental entity (i.e., objects, areas,
etc.) could be handled as semantic knowledge, so to obtain
what is commonly referred to as semantic map. Accord-
ing to Nücther and Hertzberg [2]: a semantic map for a
mobile robot is a map that contains, in addition to spatial
information about the environment, assignments of mapped
features to entities of known classes. The key-point is how
to suitable merge the semantic knowledge and the geometric
information.

Related work can be arranged into two main categories,
distinguishing fully automatic methods, not involving human
interaction, from semi-automatic approaches, where the user
participates in the knowledge acquisition process, supporting
the robot in building the semantic map.

Fully automatic methods can be further subdivided into
three sets of techniques. A first set aims at extracting
features of the environment from laser-based maps to support
labeling. These approaches include determining attributes of
rooms [3], detecting doorways [4], and using augmenting
topological maps with semantic knowledge using anchoring
[5]. A second set of techniques makes use of classification
and clustering for automatic segmentation and labeling of
metric maps. For example, in Nücther et al. [6], environmen-
tal knowledge is extracted by labeling 3D points through the
gradient difference between neighboring points. Generation
of 2D topological maps from metric maps has been described
in [7] and [8] (using AdaBoost), in Brunskill et al. [9] (using
spectral clustering), and in [10] (using Voronoi random
fields). A third set of techniques for object recognition and
place categorization is based on the extraction of visual
features, such as in [11], or a combination of data, acquired
by an RGB-D camera, such as in [12]. Although signifi-
cant progress has been made in fully automated semantic
mapping, the approach still suffers from errors and lack of
generality.

In semi-automatic approaches, the user may have the role
of supervisor or collaborator, usually interacting through
speech. In Diosi et al. [13] an interactive SLAM procedure
and a watershed segmentation are employed to create a
contextual topological map. Zender et al. [14] described a
system able to create conceptual representations of human-
made indoor environments. A robotic platform owns a priori
knowledge about spatial concepts, used to build up an
internal representation of the environment acquired through
low-level sensors. The user role throughout the acquisition
process is to support the robot in place labeling. Pronobis

and Jensfelt [15] present a multi-layered semantic mapping
algorithm combining information about the existence of
objects and semantic properties about the space. The user
input, if provided, is integrated in the system as additional
properties about existing objects. Finally, Nieto-Granda et
al. [16] adopts human augmented mapping based on a
multivariate probabilistic model to associate a spatial region
to a semantic label. A user supports a robot in this process, by
instructing the robot in selecting the labels. Few approaches
aim at more advanced form of collaborations, where the user
actively cooperates with the robot to build a semantic map,
not only for place categorization and labeling, but also for
object recognition and positioning. Due to the complexity of
such interaction, not to result in a tedious effort for a non-
expert user, multi-modal interaction is preferred, to naturally
deal with different types of information. For example, Kruijff
et al. [17] introduce a system to improve the mapping
process using natural language; Randelli et al. [1] propose a
rich multi-modal interaction, including speech, gesture, and
vision for semantic labeling of environmental landmarks.

In this paper, we focus on a fast approach for extracting
3D shapes of objects of interest, through a multi-modal in-
teraction framework, in order to acquire semantic knowledge
in real-time.

III. METHOD

In this section, we detail the implementation of the Pose
Estimation module (see Fig. 1). Our approach allows us to
quickly extract the pose in the point cloud of the objects
of interest exploiting, on the one side, the geometry of the
scene and, on the other side, the human-robot collaboration.
Whenever the user wants to label an object in the scene,
three steps are carried out:

1) Knowledge Acquisition - Semantic information about
the tagged (by means of a commercial laser pointer)
object is acquired through a vocal interface;

2) Object Segmentation - The 3D shape of the pointed
object is extracted using RGB-D data coming from the
Kinect sensor;

3) Map Integration - The semantic knowledge is inte-
grated into the metric map, merging data coming from
both the Kinect and the laser range finder.

In our domain, a semantic map is a metric map augmented
with labels of objects of interest the robot has to be aware
of, in order to accomplish task oriented goals [2].

A. Knowledge Acquisition

Whenever the operator wants to label an object of interest
in the scene, she can provide, through the vocal interface,
semantic information about it, denoted as L in Fig. 1. This
information is interpreted by a speech-recognition system
and then it is used to query the knowledge base. Each entry
of the knowledge base stores the dimensions of a meaningful
entity, like 〈HYDRANTBOX (0.600×0.365×0.165)〉.

The knowledge base is conceived to permit on the flight
the insertion of additional object of interest and the modifica-
tion of already stored information. This makes our approach



Fig. 2. Object tagging. a) The object is tagged with the laser pointer; b)
3D point cloud. c) RGB image.

highly flexible and adaptable to different operating scenarios
and to several possible entities the user could be interested
in.

B. Object Segmentation

When the object has been pointed (Fig. 2a), the 3D point
cloud (Fig. 2b) and the RGB image (see Fig. 2c) of the scene,
both acquired through a Kinect sensor, are sent as input to
the pose estimation algorithm, together with the semantic
information provided by the user (see Section III-A).

In the first step of our procedure, detailed in Alg.1, we
look for the laser dot in the RGB image; in order to achieve a
high robustness with respect to possible laser reflections and
changes in lighting conditions, we perform the search in the
HSV color space. If the system fails at finding the laser dot,
the vocal interface provides the user with a feedback message
about the failure; the operator is then given the possibility
of repeating the acquisition.

Once the dot is found, it can be re-projected onto the point
cloud of the scene, using the depth information. Then, plane
segmentation in the 3D space, as in [18], is performed to
filter out all the planes not containing the laser dot. Such
filtering procedure is a key-step of our algorithm, because it
allows to drastically prune the search space, where the set of
the 3D points belonging to the tagged object can lie. Finally,
3D Segmentation on the points survived at the previous step
is carried out. The segmentation of the shape of interest is
performed on the point cloud using, on the one side, the laser
dot as seed point of the expansion and, on the other side,
the size information contained in the knowledge base which
provides a stopping criteria. While expanding around the dot,

Algorithm 1: Pose Estimation
Input:
PC: point cloud of the scene
RGB: rgb image
L: semantic information provided by the user

Output:
POSE: point cloud, with position and orientation of the

object, wrt the current pose of the robot

HSV← ConvertToHSV(RGB)

DOT← FindLaserDot(HSV)

if DOT is FOUND then
PLANE SET←PlaneSegmentation(PC)

REDUCED SET←PlaneFiltering(PLANE SET, DOT)

POSE← 3DSegmentation(REDUCED SET, L)
else

ERROR FEEDBACK

REPEAT ACQUISITION
end

Fig. 3. Scheme for the 3D pose estimation algorithm.

we continuously check the smoothness of the gradient along
the depth, in order to not include into the shape neighbouring
pixels far from our object.

In Fig. 3, we provide a graphical example of our algorithm.
Starting from the original set of 3D points acquired by the
sensor, we extract all the planes in the scene, filtering out the
ones that do not contain the re-projected laser dot. Finally,
we are able to extract from the reduced point cloud our object
of interest, expanding of a region around the dot whose size
is determined by the information stored in the knowledge
base. The pose estimation module outputs a 3D point cloud
representing the tagged object together with its estimate pose,
represented as follows:

pk =
(
x,y,θ

)
(1)

where x and y represent the coordinates of the the dot and
θ the orientation of the object, respectively, expressed in the
reference frame of the Kinect, as shown by the subscript k.
These data are then used to: 1) assign a semantic label to



the segmented object; 2) augment the metric map built by
the robot.

C. Map Integration

In this step, we integrate semantic and geometric informa-
tion, to create the semantic map of the operating scenario.
Firstly, we will provide a brief overview about what graph-
based SLAM is, being the approach we used to build the
metric map of the environment. Secondly, we will explain
how we merge the information to obtain semantic maps.
Graph-based SLAM approaches, as presented in [19], build
a graph using raw sensor measurements, to estimate map of
the environment and trajectory of the robot: robot poses are
described by nodes in the graph, while the edges express
spatial constraints arising from odometry measurements or
from observations. To solve the SLAM problem, the posterior
probability of the trajectory of the robot, x1:T , and of the
map of the environment, m, have to be estimated, given
exteroceptive and proprioceptive observations, respectively
z1:T and u1:T , and an initial position of the robot x0. The
posterior probability to calculate is the following one:

p(x1:T , m | z1:T , u1:T , x0) (2)

The solution is obtained by computing the maximum likeli-
hood configuration of all the constraints of the graph, usually
by means of least-square error minimization, as Kümmerle
et al. describe in [20]. To create our augmented map, all the
semantic observation, of the form shown in Eq. 1, are added
as new edges of the graph, together with the edges relative
to odometry and laser observations. It is important to point
out that the observations regarding the entities of interest
are expressed with respect to the reference frame of the
Kinect. In order to have a coherent set of measurements, each
observation has to be expressed within the robot’s reference
frame, before adding its associated edge to the graph. The
relative transformation between Kinect and robot frames is
expressed by a 4×4 roto-translation matrix, as the following
one:

rTk =

( rRk
rtk

01×3 1

)
(3)

where rRk is a 3×3 rotation matrix and rtk is a 3×1
translation vector, whose values depend on how the sensor is
installed on the robot. Then, we can apply rTk to transform
the estimated object pose, pk, within the reference frame of
the robot, as follows:

pr =
rTk ·pk (4)

At the end of the process, when all the constraints have
been added, we can apply least-square error minimization on
the graph (e.g. using the g2o1 framework) to obtain a map
containing semantic knowledge together with the geometric
information of the environment, as shown in Fig. 1.

IV. RESULTS
In order to provide an evaluation for the approach pro-

posed in this paper, we have carried out four different kinds

1http://openslam.org/g2o.html

Fig. 4. Fire extinguisher detection example. a) Point cloud provided by
the Kinect. b) The wall behind the fire extinguisher is filtered out, because
it is recognized as a plane not containing the laser dot. c) The segmented
model of the fire extinguisher.

Fig. 5. Hydrant box detection example. a) Point cloud provided by the
Kinect. b) The wall on the left of the hydrant box is filtered out. c) The
segmented set of 3D points.

Fig. 6. Detection of a printer. a) The raw point cloud with the laser dot.
b) The part of the point cloud filtered out. c) The segmented printer.

of tests. Three out of four tests refer to the extraction of the
following objects:

1) Fire extinguisher (Fig. 4);
2) Hydrant box (Fig. 5);
3) Printer (Fig. 6).
In the first test, we measured the error by consider-

ing ground-truth and estimated distance from the robotic
platform to the objects of interest. The ground-truth has
been obtained by manually annotating the dimensions of the
objects of interest as well as the distances between the tagged
objects and the robotic platform. The results of this test are
shown in Tab. I.



TABLE I
EVALUATION OF THE DISTANCES FROM THE TAGGED OBJECTS.

Object Real Dist. Estimated Dist. Error
Fire Extinguisher 1.73 m 1.74 m 0.01 m
Hydrant Box 2.06 m 1.97 m 0.09 m
Printer 2.11 m 2.16 m 0.05 m

TABLE II
EVALUATION OF THE DIMENSIONS OF THE TAGGED OBJECTS.

Object Real Dim. Est. Dim.
Fire Extinguisher 0.600 × 0.160 × 0.160 0.598 × 0.156 × 0.172
Hydrant Box 0.600 × 0.365 × 0.165 0.332 × 0.65 × 0.113
Printer 1.020 × 0.680 × 0.620 0.940 × 0.582 × 0.548

TABLE III
PERCENTAGE OF FILTERED ELEMENTS IN THE POINT CLOUD.

Object Perc.
Fire Extinguisher 47.15%
Hydrant Box 40.99%
Printer 65.88%

In the second test, we took into account the error in
measuring the dimensions (width, height, and depth) of the
tagged objects. For each class of objects we have measured
the real dimensions and the ones estimated by our system.
The results of the second test are shown in Tab. II. Those
measures are used to validate the object tagging operation
and to send feedbacks back to the user. If each estimated
dimension falls within an acceptable threshold, which we set
to 0.10 m, with respect to the data contained in the knowledge
base, then the system accepts the tag as a valid one.

In the third test, we calculated the percentage of elements
of the point cloud that are filtered out on the basis of the
search approach presented previously. The results are re-
ported in Tab. III. Filtering out such percentages of elements,
drastically reduced the overall processing time, allowing us
to reach real-time performance.

In the fourth test, we measured the time needed to perform
a complete tagging of an office environment represented
by our department. The acquisition time has been about
10 minutes to cover an area that is approximately 300
square meters, by an operator whom interacted with the
robotic platform shown in Fig. 1 made of a vocal interface,
Wiimote, and UI modules. During the process we acquired
35 elements of different nature, also distinguishing between
specializations of the same class.

V. CONCLUSIONS

In this paper, we presented a novel human-robot collab-
oration approach for building high-level representations of
environments, which includes both geometric and symbolic
information. By exploiting a multi-modal human-robot in-
teraction paradigm, our approach allows for the recognition
and real-time segmentation of 3D point cloud about entities

of interest in the scene, to which the operator associates se-
mantic information. Then, these models can be automatically
integrated into a metric map of the environment, by means of
a graph-based SLAM technique, in order to obtain a semantic
map of the operating scenario.

The main contributions of our approach are the following.
1) A flexible and user-friendly methodology to acquire
semantic information about the environment, exploiting an
adaptable knowledge base, thus being applicable in multiple
environments; 2) An object-segmentation algorithm for real-
time extraction of 3D shapes; 3) A novel procedure for
integrating semantic labels of tagged objects into the graph-
based SLAM algorithm.

As future work, we are going to include the possibility
of acquiring features of objects from the Internet, in order
to incrementally grow the knowledge base. Then, we will
extend the natural language capabilities to increase the
linguistic terms handled by the vocal interface. Finally, we
will extend the semantic labeling process, so to be able of
tagging entities of interest also when the robot is performing
tasks in the environment.
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