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Abstract— Farming robots offer a great potential for min-
imizing the amount of chemical inputs released in the fields
through targeted interventions. In multi-robots applications,
where both Unmanned Aerial Vehicles (UAVs) and Unmanned
Ground Vehicles (UGVs) operate in a coordinate way, the ability
to obtain a unified environment representation of the target
field is a must-have capability. However, a global registration
of heterogeneous ground and aerial maps is a challenging task.
This turns out to be especially difficult in agricultural fields,
where the visual appearance is rather homogeneous and no
meaningful 3D geometrical structures can be exploited. In this
paper, we tackle the problem of fuse data from heterogeneous
robots by proposing a novel registration pipeline that leverages
semantic information extracted from image-based 3D recon-
structions of the target environment. The proposed approach
performs the alignment exploiting only meaningful parts of
the recorded data, by clustering 3D points that belong to
vegetation and filtering out the less significative and redundant
points belonging to the soil. We evaluated our system on data
acquired on a real field in Eschikon, Switzerland, showing good
alignment properties in two challenging scenarios.

I. INTRODUCTION

Multi-robots applications with heterogeneous robots are
becoming more and more popular thanks to the important
advantages they can bring. For instance, an UGV can
carry high payloads, it can perform targeted actions on the
environment and it can usually operate over an extended
time, while an UAV allows to rapidly inspect large areas,
while sharing global information with the UGV. This is
even more useful in Precision Agriculture scenarios, where
the working areas are usually very large. In this scenario,
an UAV can provide an initial survey of the field to
localize areas where to deploy the UGV for a more detailed
inspection. On the other hand, combining the advantages of
those robots presents several challenges: UGVs and UAVs
perceive the environment from very different point-of-views,
while the agricultural fields are rather homogeneous in both
the visual appearance and the 3D geometric structures.
Sharing full geo-localized information between the two
robots (e.g., the position of a specific plant in the field) is
a rather complex task. This unfortunately is true even if
all the robots are equipped with high-end RTK-GPS with
centimeter-level accuracy, since such type of sensors do
not provide any information about the 3D robot orientation
(roll, pitch and yaw) of the robot. On the other hand, the
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Fig. 1. An example of registration between a map built using data acquired
by an UGV (blue solid rectangle) and a map built using data acquired by
an UAV map (red solid rectangle). Green dashed lines represent the rigid
transformation computed by the proposed algorithm.

sensor aliasing due to repetitive patterns and the lack of
distinctive landmarks in the filed prevent to directly employ
standard multi-robot localization and mapping pipelines,
either based on visual features or on geometrical features.

In this paper, we provide a simple but effective solution
to the cooperative mapping tasks for heterogeneous robots,
by proposing a 3D map registration pipeline specifically
designed for farming scenarios.

We assume that both an UGV and an UAV can generate
a colored point cloud of the framed environment, e.g. by
means of image-based 3D reconstruction techniques applied
to a sequence of geo-tagged1 images of the target field. Our
approach exploits a vegetation index to semantically segment
both the clouds: 3D points that do not belong vegetation
are filtered out, the remaining points are used to compute
a rigid-body transformation that aligns the two 3D maps by
using a standard point registration algorithm. To avoid getting
stuck on local optimal solutions, we additionally exploit
GPS and orientation information as an initial guess for
the registration algorithm. We report preliminary qualitative
results obtained using real datasets, showing that our simple

1At each image is associated a corresponding GPS readings and the
3D orientation provided by a AHRS (3D Attitude and Heading Reference
System).



approach allows aligning 3D maps built using data acquired
from heterogeneous robots, also when the data has been
acquired at different times.

A. Related Work

Localization and mapping in an agricultural senario is
a relevant topic that is recently gathering a great attention
in the robotics community. Unfortunately, most of the
proposed systems (among others, [16], [5], [11]) assume to
deal with a single robot, while the problem of fusing maps
built from multiple robots is not addressed.

The field of multi map registration is a recurrent and rela-
tively relevant problem in literature, and several solutions has
been presented, in both the 2D ([1], [2], [15]) and 3D ([8],
[12]) settings. Registration of point cloud based maps can
also be considered as an instance of the more general point
set registration problem [3], [6]. The map registration prob-
lem is even more difficult when dealing with heterogeneous
robots, where the 3D data is gathered from different point-of-
views and with different noise characteristics. Micheal et al.
[14] propose a collaborative UAV-UGV 2.5D mapping. An
UGV, equipped with a LiDAR, builds an initial map of the
environment. The scans are merged together by employing
an ICP and the flat ground assumption. The UAV, equipped
with a 2D LiDAR, is deployed only in specific locations
and maps the environment by using a pose-graph SLAM
algorithm. The maps are then fused together using an ICP
that is properly initialized in the UAV starting location. In
[7], Forster et al. fuse RGB-D data from the UGV and dense
monocular reconstruction from the UAV. The registration is
performed by using the global orientation provided by the
IMU and the north magnetic pole, while for the x and y they
employ a 2D local height map fitting procedure. Hinzmann
et al. [10] deal with registering 3D LiDAR point clouds
with 3D vision sparse point clouds, by exploiting an initial
guess provided by a GPS and different ICP variants. In [9],
Gawel et al. present a global registration procedure for 3D
LiDAR maps gathered by an UGV with visual features maps
acquired by an UAV. The proposed approach exploit the
rough geometric structure of the environment and a good
attitude initial guess determined by an IMU. Zeng et al.
[17] deal with the heterogeneous map-merging by adopting a
learning-based descriptor matching. In [4], Dub et al. exploit
line features instead of standard ones, showing better global
localization performance. However, the proposed approach
has been tested only with UGVs equipped with the same
sensor setup. Zhou et al. [18] propose a robust optimization
procedure by assuming a good initialization for the global
registration.
In summary, despite the literature addressed the problem of
3D map-merging from heterogeneous robots, all the proposed
method make strong context-based assumptions. Registering
3D maps in an agricultural setting, in some respects, is even
more challenging: The environment is rather homogeneous,
poorly structured and it usually presents a strong sensor
aliasing. For these reasons, both the standard approaches

and the ones above mentioned cannot be applied in the
agricultural scenario.

II. MAPS REGISTRATION SYSTEM

The challenges that must be addressed to design a robust
and accurate 3D heterogeneous maps registration algorithm
for farming applications are twofold: (i) The agricultural en-
vironment appearance, being usually homogeneous, visually
repetitive and lacking of 3D geometrical structure; (ii) The
different point-of-views from which the data is gathered. In
this section we describe how we formulate a simple but
promising 3D registration algorithm capable to well face both
these issues.

A. Map Segmentation

Given a map M of the environment represented by a set
of n colored 3D points {p0, . . . , pn−1}, we look for a subset
M′ that includes only points that belong to vegetation. This
enables to transform the map to a representation that simplify
the data association problem since the transformed map M′

enhances the morphological information of the vegetation,
while reducing the size of the point cloud.
To this end, we employ an Excess Green Index (Exg) [13]
based thresholding operation. The ExG is a commonly
adopted index in the farming context, and it is based on
enhancing the green color channel in RGB images in order
to highlight the presence of the vegetation. More formally,
by denoting with RGBi = (r,g,b)T

i the color channels for
the point pi, and with RGBmax = (rmax,gmax,bmax)

T the
maximum channel color intensity over the whole point cloud,
the ExG index is obtained as follows:

rni = ri/rmax

gni = gi/gmax

bni = bi/bmax (1)
sumNormi =bni +gni + rni

ExG = 255 · (2 ·gni− rni−bni)/sumNormi

The ExG index is commonly employed for thresholding
operations on single images. In this work, differently from
the standard case, we are employing the ExG index for point
clouds obtained by integrating hundreds of images acquired
in different times in an outdoor environments, where often
strong and sudden illumination condition changes might
happen. Hence, we adopted a modified version of the ExG
index where we do not perform any global normalization
procedure:

sumNormi =bi +gi + ri (2)
ExGi = 255 · (2 ·gi− ri−bi)/sumNormi

Thus, by applying an ExG based thresholding operation
over the whole point cloud, we filter out most of the 3D
points belonging to the soil ground.



Fig. 2. The left image depicts the colored point cloud generated by the UGV; The central image highlights the misalignment between the clouds in their
respective initial guess poses; the right one depicts the two clouds after recovering the final 3D transformation.

Fig. 3. Illustration of the registration output in the case of the UAV to time shifted UAV 3D data: The left image depicts the clouds in their respective
initial guess poses; the right one shows the two clouds after recovering the final 3D transformation.
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Fig. 4. Registration error trend with respect to the algorithm iterations.

B. Maps Alignment

Agricultural fields usually present a strong sensor aliasing
due to visual and geometrical repetitive patterns and the
lack of distinctive reference points. This might lead the
registration procedure to end up in a local minimum, i.e.
aligning the UGV local point-cloud over the wrong crop-row
in the UAV point-cloud. We handle this issue by retrieving
a good initial guess alignment from GPS and AHRS (3D

Attitude and Heading Reference System) that are tagged
in the gathered images: (i) The GPS is used to obtain
the global location of each point-cloud reference system;
(ii) a heading guess is extracted from yaw component of
the AHRS data, i.e. all the point clouds are oriented with
respect to the north magnetic pole; (iii) finally, from the
roll and pitch angles components of the AHRS data we
extract the attitude initial guess. An example of an UGV
and an UAV point-clouds aligned by the full initial guess is
depicted in Fig. 2.

Once the point-clouds are aligned by using the initial
guess, we can find a rigid body transformation that aligns
them. To this end, we formulate the problem in a standard
ICP (Iterative Closest Point) fashion. At each iteration, the
semantic ICP performs the following steps: (i) compute
correspondences between the two point-clouds using nearest
neighbor search (ii) compute a transformation which mini-
mizes the distance among the corresponding points. These
two steps are repeated until the algorithm converges to the
desired transformation: a typical registration error trend is
reported in Fig. 4.



III. EXPERIMENTS

In order to analyze the performance of our system, we
collected three datasets in a winter wheat field in Eschikon
(Switzerland): (i) two sequences of GPS/IMU-tagged images
of the full field acquired from an UAV flying over the field,
four weeks apart one from each other; (ii) a set of sequences
of GPS/IMU-tagged images of portions of the same field
acquired from an UGV point-of-view. The UAV datasets have
been acquired using a DJI Mavic Pro UAV equipped with
an high definition camera, while the UGV dataset has been
acquired moving by hand the same camera with a forward
point-of-view. The gathered images are firstly converted into
3D colored point cloud by using a professional image-based
3D reconstruction framework, and then processed by the
proposed approach. We performed two experiments, namely
UAV to UGV registration and UAV to UAV registration.

A. UAV to UGV Registration

We performed this experiment to show the capabilities
of the proposed approach to deal with a strong change in
the point-of-view. The registration is performed between
the UGV 3D data and the whole field reconstructed from
the UAV vehicle. A qualitative illustration of a registration
process is reported in Fig. 2. Despite the two registered cloud
differ in both size, shape and point density, the proposed
method is able to correctly register the two maps.

B. UAV to time shifted UAV registration

The second experiment has been designed in order to
show the capabilities of the registration algorithm to handle
the field appearance changes over the weeks. To this end,
we perform a registration between the field reconstructed
using the UAV images, and the same field reconstructed
after 4 weeks and by gathering images at a different altitude.
Although the point of view is very similar to the previous
experiment one, in 4 weeks the plants are subject to a
considerable growth. Therefore, the general appearance of
the field and its 3D structure are quite different. Despite the
non perfect initial alignment and the repetitive pattern of the
point clouds, the proposed method does not get stuck on
local minimum and the final alignment is visually correct. A
qualitative illustration of the registration process is depicted
in Fig. 3.

IV. CONCLUSIONS

In this paper, we present a simple and effective registration
algorithm for heterogeneous colored point clouds in agricul-
tural environments. We take advantage from the specificity
of the scenario by performing the alignment only on the
semantic meaningful part of the data, allowing to enhance
and to exploit the geometrical structure of farming fields.
We report qualitative experiments on datasets acquired in the
same field with different point-of-views and different times:
the preliminary results show that the proposed system is able
to provide consistent registrations.
Even though the results are promising, we expect to work

in different parallel directions in order to improve the ef-
fectiveness and the robustness of the proposed approach,
among others by: (i) making a further semantic abstraction
in representing the colored point-cloud by employing a per-
plant based feature; (ii) improving the registration between
maps built with data acquired at different times by explicitly
modeling the plant growth.
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