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Tackled Problem

• Problem
– Increase the availability

of a stateful software 
service through software 
replication

• Constraints
– Clients and replicas are 

spread over a wide area 
network (WAN)

– Enforce strong 
consistency

• Gives to clients the 
illusion of a non-
replicated service

CLIENT

REPLICAS
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Contents
• Context & Background 

– Fault-tolerance through software replication in 
distributed systems

• Motivations
– Availability of replicated services

enforcing strong consistency

• Contributions
– A three-tier architecture for software replication
– A three-tier active replication protocol 
– The Interoperable Replication Logic (IRL)

• Concluding remarks & future work
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Software Replication
Objective: 

Increase the availability of a software 
service

Basic Ideas:

• Replicate the server

• exploit redundancy to tolerate faults

Issues: 

• Define a system model that captures
the behavior of the entities involved

• Select a consistency criterion

• Select a replication technique to
implement a consistency criterion

C S

C

S1

S2

Linearizability

Asynch/Part. Synch.

Active



3

Road MapRoad Map

Carlo Marchetti21th Feb. 2003 5

Background

Motivations

3T Architecture

3T Active 
Replication

IRL

Distributed System Models
• Message passing distributed system

– Collection of cooperating processes interconnected by 
communication channels

• Characteristics of a distributed system model
– Process fault model: crash failure

– Channel fault model: quasi-reliable

– Synchrony assumptions
• Asynchronous ->no bounds
• Partially Synchronous ->occasionally not holding bounds 

P1

P3

P2

P1

P2

P3
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Consistency Criterion
• Objective:

– Define the behaviour of concurrent objects accessed by 
concurrent clients

– Contract between the client and the replicated server
• The linearizability criterion [HW90-ACMTPLS]

– “The effects of each client invocation on the replica 
internal states take place between the invocation and 
the receipt of the corresponding reply.”

– Gives to clients the illusion of non-replicated objects

• Strong consistency criterion

C

S1

S2
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Active Replication
• Active replication or State-machine approach 

[Lamport78-CACM, Schneider93]
– All replicas execute all requests in the same order
– Replicas must be deterministic

• In distributed systems, active replication is 
commonly implemented using a total order 
multicast primitive
– Ensures that all processes deliver messages in the 

same order before crashing

Replica1

Replica2

Client1
Client2

Compute(req1)
Compute(req2)

Compute(req1) Compute(req2)

Req2 delayed

req1

req2
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Total Order Multicast
• Total order multicast is equivalent to Consensus

– Processes must agree on the order in which they 
deliver messages (e.g., m1<m2<m3…)

• Implementing total order multicast i.e. Consensus 
depends on the system model
– Asynchronous distributed system

• [FLP85-JACM] shows that it is impossible to solve 
Consensus if even a single process can crash

– Partially Synchronous distributed systems
• Several algorithms and systems

p1

p2

p3

m1

m1

m1

m2

m2

m2

m3

m3
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Consistency & Agreement
• strong consistency  ⇒agreement problems

– Replicas must agree on the ordered set of state 
updates

• Agreement problems 
– Problems related to Consensus [GS97-IEEEC]

• not solvable if Consensus is not solvable
• the system must be partially synchronous

• Algorithms solving agreement problems
– always guarantee safety
– liveness is guaranteed only during stability periods

• a partially synchronous system is stable when the bounds 
hold

Safe&¬Live Safe&LiveSafe&Live
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Partial Synchrony & Availability
• Therefore

– Efficiency i.e., high-availability
of any algorithm depends on the coverage of 
partial synchrony assumptions

• coverage=(time in stable runs/time in unstable runs)

AvailableAvailableAvailableAvailable
High coverage system

Lowly-AvailableLowly-Available AvailableAvailableAvailableAvailable
Low coverage system

Highly Available

Lowly Available

Asynchrony Sources
(processes & channels)

Availability
(Thput)

[Birman99-SP&E] 
Problems of group communications
in the presence of stemming
asynchrony sources

[Birman99-SP&E] 
Problems of group communications
in the presence of stemming
asynchrony sources

Lowly Available despite replication

Highly Available

t

t
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2Tier Replication in LANs
• Existing solutions to software replication 

enforcing strong consistency 
– run over LANs (high coverage)
– The replication logic (RL) is tightly coupled with replicas 
– A wide set of instruments (group toolkits) is available to 

implement RL

r1

r2

r3

c1

c2

c3

High coverage system

RL

RL

RL

RLRL rr

The replica is in charge of
• Request ordering 

• Ordered Request 
execution
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Replication in WANs
• Existing solutions for replication in 

WAN trade consistency 
guarantees for asynchrony e.g.:
– Eventual consistency

• IceCube, Lazy Replication, DNS etc. 
– Difficult to understand and to use

– Probabilistic guarantees
• Bimodal multicast, epidemic diffusion 

etc.
– Absence of deterministic guarantees 

can be unacceptable for some 
applications

• Do not enforce strong replica 
consistency!
– Clients can receive “old results” wrt to 

linearizability

?
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3Tier Replication
• Objective: to implement a replicated service that

– is highly-available
– enforces strong replica consistency
– allows to perform replica deployment over WANs

• Idea: separation of
– Solving agreement
– Agreed request processing

• Through a middle-tier
• runs in a subsystem that guarantees high coverage of partial

synchrony assumptions (e.g., a LAN)
• solves agreement problems efficiently on behalf of replicas,

which are freed from running complex protocols in WAN

Agreement
protocols

c1

c2

c3

r1

r2

r3

Low coverage system
High coverage system

Middle-Tier
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3Tier Replication

Further Advantages
– Thin clients and replicas

• implement simple functionality
• can communicate with the middle-tier on a point-to-point 

basis 
– no need of multicast support

– Loose client and replica coupling
• Clients and replicas do not exchange messages

– Improved scalability
– Decoupling of service availability from data survivability

• Data remain available despite middle-tier overall failures
– Middle-tier extensibility

• Further functionality can be introduced straightforwardly 
– e.g., load balancing, tolerance of malicious fault models

• Drawbacks
– An additional hop in each client/server interaction
– Availability depends on the middle-tier

• Equivalent to 2T techniques

Agreement
protocols

c1

c2

c3

r1

r2

r3

Low coverage system

Middle-Tier
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Objective: 
– implement active replication of end-tier replicas

• end-tier replicas must be deterministic
• Agreement problem -> total order multicast

The middle-tier
– receives client requests
– defines a total order of requests
– guarantees that each ordered request is eventually

delivered by all end-tier replicas
• which process requests and return results

– waits for the first result that is forwarded to the client

3T Active Replication

Agreement
protocols

c1

c2

c3

r1

r2

r3
Middle-Tier

Client-Tier End-Tier
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Middle-tier fault tolerance
• The middle-tier is replicated using software 

replication techniques

• The middle-tier protocol is based on the 
following ideas:
– All middle-tier replicas can accept client requests

concurrently
– The middle-tier returns a result to a client as

soon as a replica has produced a result
• Returning results from the “fastest replicas” allows us

to cope with “slow replicas” i.e., with asynchrony!
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Protocol Overview

Client
tier

C1

C2

end-tier
replica

middle-tier
replica

middle-tier
replica

middle-tier
replica

end-tier
replica

end-tier
replica

req
1

req2

O
rd

er
in

g

<1,req1>

<1,req1>,<2,req2>

<1,rep1>

<2,rep2>

<1,
rep

1>

<2,rep2>
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Detailed Architecture Overview
• 3T architecture separates 

– ordering (middle-tier) 
– request execution (end-tier)

• Further separation of concerns
– Definition of request ordering (Sequencer - DSS)
– Reliable delivery of requests to the end-tier (ARH - hi)

• Additional components: RR & FO

h2
h1

hn

cl

c1

c2

r1

r2

client-tier middle-tier end-tier

RR

RR

RR

FO

FO

ARH

rmFO

DSS

DSS

DSS

Sequencer

Service
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Sequencer Service
• Assigns unique and consecutive sequence numbers to 

requests 
– GetSeq()

• Allows to inspect the 
order 
– GetReq()

• Each request is assigned to at most one sequence number 
despite 
– multiple and/or concurrent invocations of GetSeq(req)
– failures

• The formal specification is equivalent to Uniform 
Consensus 

– Sequencer is an agreement problem

– Isolates the need of high coverage of partial synchrony 
assumptions

• Implementation based on group communications 
– fine behaviour in LANs

Sequencer serviceSequencer service
GetSeq()

GetReq()

req
seq
seq
req
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Failure-free Run
c1

c2

req1=<reqid1,op1>

h1

h2

h3

r1

r2

r3

<1,op1>

GetSeq(req1)=1

req2=<reqid2,op2>

rep1=<reqid1,res1>

compute(op1)

<1,res1>

compute(op1)

<1,op1>,<2,op2>

rep2=<reqid2,res2>

compute(op2)

compute(op2)

<2,res2>

compute(op1) compute(op2)

Invoke(op1)

Invoke(op2)

GetSeq(req2)=2

GetReq(1)= req1
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Faulty Run
req1=<reqid1,op1>

<1,op1>

GetSeq(req1)=1

req2=<reqid2,op2>

compute(op1)

<1,res1>

compute(op1)

GetSeq(req2)=2

GetReq(1)= req1

<1,op1>,<2,op2>

rep2=<reqid2,res2>

<2,res2>

compute(op1) compute(op2)

c1

c2

h1

h2

h3

r1

r2

r3

req2=<reqid2,op2>

Invoke(op1)

Invoke(op2)
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Interoperable Replication Logic
• Software infrastructure allowing to enhance the availability 

of deterministic CORBA objects
– Test-bed platform for three-tier replication protocols

– Deployment of clients and servers on WANs

• Unifies benefits from CORBA and 3T replication, e.g.

– Interoperability

– All the interactions among clients, middle-tier and replicas 
occur through unmodified ORBs

– This allows interactions of CORBA objects running on 
different ORBs/OSs

– Ease of Portability

– Current version runs on several platforms (Orbix, TAO, 
Orbacus etc.)

• Complies to the Fault-Tolerant CORBA standard
– Overcomes several limitations

• “Legacy clients”

• “Common Infrastructure”
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3T Replication in IRL
• IRL implements 3T replication for stateful CORBA 

objects
– adopts an “above the ORB” design to get

interoperability & portability
• Additional funcionality

– Stateless object replication
– Replication Management (RM)
– Fault Monitoring (FN)

Object Request Broker

Client ObjObjObj

RM

RM

RM

FN

FN

FN

OGH

OGH

OGHClient ObjObjObj

Stateful
Object Group

ObjObjObj ObjObjObj

Stateless
Object Group

ClientClient

Client-tier Middle-tier End-tier

Fault tolerant implementations 
located in the middle-tier to get 
high availability of the services
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Performance

Results
• Average latency increases 

by 3% per end-tier replica
(5,5msec->6,5msec) using 
point-to-point (TCP) 
connections

• thput poorly reduces due 
to new end-tier replicas 

Setting:
• 100Mbit Ethernet LAN
• 4 clients
• 2 middle-tier replicas
• # of end-tier replicas 

varies from 2 to 8
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Performance

Results
• Average latency increases 

by 3,5% per middle-tier 
replica
(5,5msec->7 msec)

• Similar to the previous 
case due to the use of hw-
multicast in the middle-tier

Setting:
• 100Mbit Ethernet LAN
• 4 clients
• # of middle-tier replicas 

varies from 2 to 8
• 2 end-tier replicas
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Performance

Results
• Latency grows linearly 

with the # of clients
• Active approach favors 

scalability as expected as 
sequencing time is 
negligible wrt multicast to 
replicas

Setting:
• 100Mbit Ethernet LAN
• Clients varies from 1 to 8
• # of middle-tier replicas 2
• 2 end-tier replicas

Client Scalability

ClientsClients

Latency Throughput
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Concluding Remarks
• Three-tier replication

– Allows to deploy replicas in WANs 
• enforcing strong replica consistency
• avoiding delays due to replica asynchrony

– Confines to Sequencer the need for high coverage to 
get high availability

– Avoids replicas to run complex protocols in WAN
• The Interoperable Replication Logic

– Software infrastructure exploiting 3T replication to 
enhance CORBA objects with high availability

– Demonstrates feasibility and scalability of 3TR
– Currently under evaluation by Technion, EPFL, AMS 

Thales etc.
• Future and ongoing work

– Nondeterministic replicas
– Nested invocations
– Malicious fault models

Road MapRoad Map

Carlo Marchetti21th Feb. 2003 28

Background

Motivations

3T Architecture

3T Active 
Replication

IRL

References
[Birman99-SP&E] K. P. Birman. A Review of Experiences with Reliable Multicast. Software – Practice 

and Experience, 29(9):741–774, 1999.

[BK02-PODC] Omar Bakr and Idit Keidar. Evaluating the Running Time of a Communication Round over 
the Internet. In the 21st ACM Symposium on Principles of Distributed Computing (PODC '02), 
Monterey, CA, USA, pages 243-252, July 2002.

[CKV01] G.V. Chockler, I. Keidar, and R. Vitenberg. Group Communications Specifications: a 
Comprehensive Study. ACM Computing Surveys, 33(4):427–469, December 2001.

[CT96] T. Chandra and S. Toueg. Unreliable Failure Detectors for Reliable Distributed Systems. Journal 
of the ACM, pages 225–267, Mar. 1996.

[FLP85-JACM] M. Fischer, N. Lynch, and M. Patterson. Impossibility of Distributed Consensus with One 
Faulty Process. Journal of the ACM, 32(2):374–382, April 1985.

[GS97a] R. Guerraoui and A. Schiper. Software-Based Replication for Fault Tolerance. IEEE Computer -
Special Issue on Fault Tolerance, 30:68–74, April 1997.

[HW90-ACMTPLS] M. Herlihy and J. Wing. Linearizability: A Correctness Condition for Concurrent 
Objects. ACM Trans. on Programming Languages and Systems, 12(3):463–492, 1990.

[Lamport78-CACM] L. Lamport. Time, Clocks and the Ordering of Event in a Distributed System. 
Communications of the ACM, 21(7):558–565, 1978.

[Schneider93] Fred B. Schneider. Replication Management Using the State Machine Approach. In S. 
Mullender, editor, Distributed Systems. ACM Press - Addison Wesley, 1993.



15

Road MapRoad Map

Carlo Marchetti21th Feb. 2003 29

Background

Motivations

3T Architecture

3T Active 
Replication

IRL

Active Replication
• Termination. If a client issues a request req ≡<id,op> then 

it eventually receives a reply rep ≡<id,res> unless it 
crashes.

• Uniform Agreed Order. If a replica processes a request 
req i.e., it executes compute(req.op), as i-th request, then 
the replicas that process the i-th request must process req
as i-th request.

• Update Integrity. For each request req, every replica 
executes compute(req.op) at most once, and only if a client 
has issued req.

• Response Integrity. If a client issues a request req and 
delivers a reply rep, then rep.res has been computed by 
some replica performing compute(req.op).

Road MapRoad Map

Carlo Marchetti21th Feb. 2003 30

Background

Motivations

3T Architecture

3T Active 
Replication

IRL

CORBA
• Standard architecture for accessing remote objects
• Provides Internet wide location, language and platform 

transparency
• Provides interoperability and decoupling of clients from 

services
– An interface is declared in IDL

– The ORB connects between the client and service, hiding the fact

that the object is remote

– Clients and services can be implemented in different 

programming languages, operating systems, hardware 

architectures, etc.

Client

Object

Implementation

ORB CORE

DII
IDL

Stubs

IDL

Skeleton
DSI

Object Adapter

Method()

In args

out args and return value

GIOP/IIOP

Client

Object

Implementation

ORB CORE

DII
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Stubs

IDL

Skeleton
DSI

Object Adapter

Method()

In args

out args and return value
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Linearizability: an example
c

b

a

Stack

state
Replication

c
b
a

Stack1

c
b
a

Stack2

c
b
a

Stack3

Replicated Stack

c
b
a

Stack1

c
b
a

Stack2

c
b
a

Stack3

stack.push(d)

stack.pop()

d d d
clients

Stack

To maintain a consistent copy of the service state, each replica
must apply the same sequence of state updates

Sufficient conditions to implement linearizability:

1. Atomic updates

2. Ordering

Road MapRoad Map

Carlo Marchetti21th Feb. 2003 32

Background

Motivations

3T Architecture

3T Active 
Replication

IRL

Implementing Active Replication
• We consider a message passing 
distributed system composed by 
processes interconnected by 
communication channels

– Processes can fail by crashing

• They behave according to their spec 

until they possibly stop to perform 

any further action

– Faulty process: a process that 

crashes. 

– Correct processes never crash

– Channels are quasi-reliable

• Transport message reliably only 

among correct processes

• Communications with/among faulty

processes are unreliable

p1 p2 p3

correct faulty

reliable

unreliable
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Implementation Issues
• Most of existing solutions to service high-

availability with strong consistency requirements
run over workstation clusters, i.e.: 
– a set of co-located workstation
– interconnected by a local area network (LAN)
– ensuring high coverage of partial synchrony assumptions

RL

Replica
Replica process

RL

Replica
Replica process

RL

Replica
Replica process

RL

Client
Client process

OS/Platform OS/Platform OS/Platform OS/Platform
Network
Platform

Client-tier End-tier
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Problems of WANs
• High latency

– Distributed algorithms tend to run slowly
• High variance of message transfer delays

– Low predictability of message transfer delays
– Failure detection is likely to be highly inaccurate

• Partitioning
– Nodes can get partitioned for long intervals (minutes, hours)

• Scarce or none hw multicast support
– One-to-many communications implemented through point-to-point

∆t Coverage in WANs is 

intrinsically lower than in LANs.

∆t is in the order of 
seconds in WANs, even in 

failure free runs.  [BK02-PODC]
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Stack

3T Active Replication
The middle-tier

1. receives client requests
2. defines a total order of requests
3. guarantees that each ordered request is eventually

delivered to all deterministic replicas
4. waits for the first result that is forwarded to the client

Client
tier

stack.push(d)

stack.pop()
c
b
a

Stack1

c
b
a

Stack2

d d
middle-tier

#1-stack.push(d)

#2-stack.pop()

end-tier:
each server replica executes
requests according to the 
order defined: 
first #1 and then #2

middle-tier:
1. Orders stack.push(d) as first 

operation and stack.pop() as
second. 

2. Sends both operations to replicated
server (also called end-tier). 


