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Abstract. The paper is a tutorial on fault-tolerance by replication in
distributed systems. We start by defining linearizability as the correct-
ness criterion for replicated services (or objects), and present the two
main classes of replication techniques: primary-backup replication and
active replication. We introduce group communication as the infrastruc-
ture providing the adequate multicast primitives to implement either
primary-backup replication, or active replication. Finally, we discuss the
implementation of the two most fundamental group multicast primitives:
total order multicast and view synchronous multicast.

1 Introduction

Dependability, i.e. reliability and availability, is one of the biggest trends in
software technologies. In the past, it has been considered acceptable for services
to be unavailable because of failures. This is rapidly changing: the requirement
for high software reliability and availability is continually increasing in domains
such as finance, booking-reservation, industrial control, telecommunication, etc.
One solution for achieving fault-tolerance is to build software on top of fault-
tolerant (replicated) hardware. This may indeed be a viable solution for some
application classes, and has been successfully pursued by companies such as
Tandem and Stratus. Economic factors have, however, motivated the search for
cheaper software-based fault-tolerance, i.e. software-based replication. While this
principle is readily understood, the techniques required to implement replication
pose difficult problems. The paper presents a survey of the techniques that have
been developed, since the mid-eighties, to implement replicated services (called
also objects).

To discuss fault-tolerance, one need to specify the types of failures that are
considered. Let us assume the following general model of a distributed system:
the system consists of a set of processes connected through communication links,
which are used by the processes to exchange messages. A process can either
be correct, or tncorrect. A correct process is a process that behaves according
to its specification. An incorrect process is either a process that crashes, or a
process that behaves maliciously. A crashed process stops receiving or sending
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messages, while a malicious process might send messages that do not follow the
specification. We consider in the paper only crash failures, and ignore malicious
behavior (also called Byzantine failures).

When considering the behavior of communication links, we distinguish two
basic system models: the asynchronous system model, and the synchronous sys-
tem model. The synchronous system model assumes that the transmission delay
of the messages sent over the communication links is bounded by a known value.
The asynchronous system model does not set any bound on the transmission
delay of messages. This makes the asynchronous model very attractive from
a practical point of view, and we consider this model in the paper. The only
property that we require from the communication links is channel reliability: a
message m sent by a process p; to a process p; is eventually received by p;, if
both p; and p; are correct. Thanks to the possibility of message retransmission,
the channel reliability property does not prevent link failures, if we assume that
link failures are eventually repaired.

This modelization characterizes the distributed system that we consider. The
rest of the paper is organized as follows. Section 2 defines the correctness crite-
rion for replicated servers, called linearizability. This criterion gives to the client
processes the illusion of non-replicated servers. Section 3 introduces the two main
classes of replication techniques that ensure linearizability. These two classes are
the primary-backup technique, and the active replication technique. Section 4
introduces group communication as the framework for the definition of the mul-
ticasts primitive required to implement primary-backup replication and active
replication. Section 5 discusses the implementation of the two most important
group multicast primitives: total order multicast and view synchronous multi-
cast. Section 6 concludes the paper by mentioning existing distributed platforms
that support replication.

2 Replica consistency

2.1 Basic model and notations

We consider a set, of sequential processes P = {p1, p2, ..., pn } interacting through
a set X of objects. An object has a state accessed by the processes through a
set of operations. An operation by a process p; on an object x € X is a pair
invocation/response. After issuing an invocation, a process is blocked until it
receives the matching response. The operation invocation is noted [z op(arg) p;],
where arg are the arguments of the operation op. The operation response is noted
[x ok(res) p;], where res is the result returned. The pair invocation/response is
noted [z op(arg)/ok(res) pi].

In order to tolerate process crash failures, a “logical” object must have sev-
eral “physical” replicas, located at different sites of the distributed system. The
replicas of an object z are noted !, ..., z'. Invocation of replica #/ located on
site s is handled by a process p; also located on s. We assume that p; crashes ex-
actly when z; crashes. Replication is transparent to the client processes, which



means that replication does not change the way the invocation of operations,
and the corresponding responses, are noted.

2.2 Consistency criteria

A consistency criterion defines the result returned by an operation. It can be seen
as a contract between the programmer and the system implementing replication.

Three main consistency criteria have been defined in the literature: lineariz-
ability [21], sequential consistency [24] and causal consistency [2]. In all three
cases, an operation is performed on the most recent state of the object. The three
consistency criteria differ however in the definition of the most recent state. Lin-
earizability is the most restrictive of the three consistency criteria (linearizability
defines the strongest consistency criterion), whereas causal consistency defines
the weakest of the three consistency criteria. Both linearizability and sequen-
tial consistency define what is informally called a sfrong consistency criterion,
whereas causal consistency defines a weak consistency criterion. Causal consis-
tency includes sequential consistency (i.e. an execution that satisfies sequential
consistency also satisfies causal consistency), and sequential consistency is in-
cluded in linearizability (i.e. an execution that satisfies linearizability also satis-
fies sequential consistency).

Most applications require strong consistency, 1.e. linearizability or sequential
consistency, as it provides the programmers with the illusion of non-replicated
objects. We consider here only linearizability. The reason for considering lineariz-
ability, rather than sequential consistency, is justified by practical considerations.
It turns out that linearizability is easier to implement, rather than just sequential
consistency. In other words, most of the implementations of strong consistency
turn out to ensure linearizability.

2.3 Linearizability

We give here an informal definition of linearizability. A formal definition can be
found in [21]. Let O be an operation, i.e. a pair invocation/response
[z op(arg)/ok(res) p;]. Consider a global real-time clock, and let ;,,,(O) be the
time at which p; invokes the operation op on object x, and t,.5(0) the time at
which the matching response is received by p;. Two operations O and O’ are said
to be sequential, noted O < O’, if the response of O precedes the invocation of
O ie. il t,5(0) < tiny (0'). Two operations O and O are said to be concurrent
if neither O < O’ nor O’ < O hold. We note O]|O’ two concurrent operations.

Using the < relation, we define linearizability as follows. An execution E is
linearizable if there exists a sequence S including all operations of £ such that
the following two conditions hold:

— for any two operations O and O’ such that O < O’, O appears before O’ in
the sequence S,

— the sequence S is legal, i.e. for every object x, the subsequence of S of which
operations are on x, belongs to the sequential specification of x.



To illustrate the definition, consider an object & defining a FIFO queue (ini-
tially empty) with the enqueue (noted eng) and dequeue (noted deq) operations,
and an execution with the following invocations/responses:

— at time ¢ = 1: [z enqg(a) p;]
— at time t = 2: [z enq(b) p4]
— at time ¢ = 3: [z ok() pi]

— at time t = 4: [z ok() p;]
— at time t = 5: [z deq() ps]
— at time ¢ = 6: [« deq() p;]
— at time ¢t = 7: [z ok(b) pi]
— at time t = 8: [z ok(a) p;]

The execution consists thus of four operations: the enqueue operation O; by p;,
invoked at global time ¢ = 1 and completed at time ¢ = 3; the enqueue operation
O by p;, invoked at time ¢ = 2 and completed at time ¢ = 4; the dequeue
operation Oz by p;, invoked at time t = 5 and completed at time ¢ = 7; and
the dequeue operation O4 by p;, invoked at time ¢ = 6 and completed at time
t = 8. We have O1]|01, O3]|04, and 01,05 < O3, 04. The above execution is
linearizable, as we can exhibit the following legal sequence S = [O2, 01, O3, O4].
The sequence S 1s legal as it belongs to the sequential specification of a FIFO
queue: b is enqueued first (operation Os), and then a (operation Oy), thus the
first dequeue operation O3 correctly returns b, and the second dequeue operation
0y correctly returns a.

Consider now that operation O4 had returned b at time ¢t = 8. In this case,
the execution is not linearizable as no sequence that belongs to the sequential
specification of a FIFO queue, can be constructed from the execution. We discuss
in the next section circumstances under which this could have happened.

2.4 Ensuring linearizability

Consider a FIFO queue z, which, in order to be fault-tolerant, is implemented
by two replicas x', 2. Consider the execution of Section 2.3, and assume that
the replicas observe the following sequence of events:

— replica x! receives the invocations in the following order: (1) [z eng(b) p;],

(2) [& eng(a) pi], (3) [2 deq() pil, (4) [x deg() pyl;

— replica x? receives the invocations in the following order: (1) [z eng(a) p;],

(2) [ enq(b) pjl, (3) [ deq() pi], (4) [x deq() pj]-

Each replica handles the invocations sequentially, in the order they are received.
Thus replica 2! sends the responses ok(b) to p;, and ok(a) to p;, whereas replica
z? sends the replies ok(a) to p; and ok(b) to p;. If both p; and p; consider
the responses received from replica z', we get the execution of Section 2.3,
which is linearizable. However, if p; considers the response from x!, whereas p;
considers the response from 22, then both processes get the response ok(b), and
the execution is not linearizable.



The problem with this scenario, is that both replicas z' and z? do not receive
the invocations in the same order. A similar problem can occur if, because of
the crash of a client process, one replica, say «!, handles an invocation, whereas
the other replica, i.e. %, does not. A sufficient condition to ensure linearizability
is to have the replicas agree on the set of invocations they handle, and on the
order according to which they handle these invocations These conditions can be
expressed more formally as follows:

Atomicity. Given an invocation [ op(arg) p;], if one replica of an object
handles this invocation, then every correct (i.e. non-crashed) replica of
also handles the invocation [z op(arg) p;].

Order. Given two invocations [z op(arg) p;] and [z op(arg) p;], if two replicas
z' and z? handle both invocations, they handle them in the same order.

3 Replication techniques

We have introduced linearizability as the correctness criterion for replicated ob-
jects. We present in this section two fundamental classes of techniques that
ensure linearizability: (1) the primary-backup replication technique, and (2) the
active replication technique. In the first technique, one process, called the pri-
mary, ensures a centralized control. There 1s no such centralized control in the
second technique. We then present, read /write techniques that have been designed
in the context of file systems and databases.

3.1 Primary-backup replication

In the primary-backup strategy [8], one of the replicas, called the primary, plays
a special role (Fig. 1): it receives the invocations from the client process, and
sends the response back. Given an object , its primary replica is noted prim(z).
The other replicas are called the backups. The backups interact with the primary,
and do not interact directly with the client process.

Consider the invocation [x op(arg) p;] issued by p;. In the absence of crash
of the primary, the invocation is handled as follows:

— Process p; sends the invocation op(arg) to the replica prim(zx).

— The primary prim(z) receives the invocation and performs it. At the end of
the operation, the response res is available, and the state of prim(z) is up-
dated. At that point, prim(z) sends the update message (invid, res, state-
update) to the backups, where invId identifies the invocation, res is the
response, and state-update describes the state update of the primary, re-
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