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Abstract

Detection, tracking, and classification of people and ve-
hicles are fundamental processes in intelligent surveillance
systems. The use of publicly available data set is the appro-
priate way to compare the relative merits of existing meth-
ods and to develop and assess new robust solutions. In this
paper, we focus on the maritime domain and we describe the
generation of boat classification data sets, containing im-
ages of boats automatically extracted by the ARGOS system,
operating 24/7 in Venice (Italy). The data sets are unique
in their nature, since they come from an incomparable envi-
ronment like Venice, but they present very interesting chal-
lenges to vehicle classification, due to changes in the en-
vironmental conditions, boat wakes, waves, reflections, etc.
We thus believe that robust techniques, validated through
the ARGOS Boat Classification data sets, will improve the
development and deployment of solutions in similar appli-
cations related to vehicle detection and classification.

1. Introduction
Intelligent surveillance systems use computer vision,

pattern recognition, machine learning, and artificial intel-
ligence techniques to detect, track, and classify objects of
interest [7]. Usually, the most important objects to consider
are people and vehicles [4, 6], and, in particular, distin-
guishing different vehicles is a hard task due to the several
characteristics of each vehicle [8]. A number of approaches
have been proposed in the literature to provide solutions for
classifying vehicles according to their type, make, model or
color (see [5] for a recent survey).

In this paper, we focus on a particular category of vehi-
cles, i.e., boats. Monitoring a maritime scene poses a se-
ries of challenges related to the water background, includ-
ing sudden changes of the environment conditions, wave
motion, and reflections, that make the problems of boat de-
tection, tracking, and classification harder.

Different publicly available image sequences concerning
scenes with water background have been created (see Fig.

Figure 1. Examples of publicly available sequences with water
background. a) Jug. b) Water surface. c,d,e,f,g,h,i) UCSD Back-
ground Subtraction data set. j,k,l,m) Changedetection.net

1). The sequence “Jug”1 contains a foreground jug float-
ing through the background rippling water. The sequence
“Water surface”2 shows a person walking in front of a wa-
ter surface with moving waves. UCSD Background Sub-
traction data set3 consists of a total of 18 video sequences,
some of them containing water background. In particular,
the sequences “Birds”, “Boats”, “Flock”, “Ocean”, “Surf”,
“Surfers”, and “Zodiac” are related to maritime scenarios.
Changedetection.net4 is a benchmark data set containing
a category named “Dynamic Background” with four se-
quences where water background is present.

Only a few of the public image sequences showing mar-
itime scenarios deals with the problem of detecting and

1www.cs.bu.edu/groups/ivc/data.php
2perception.i2r.a-star.edu.sg/bk_model/bk_

index.html
3www.svcl.ucsd.edu/projects/background_

subtraction/ucsdbgsub_dataset.htm
4www.changedetection.net
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tracking multiple boats. Furthermore, none of them are ac-
quired in large quantities by a real 24/7 system.

In this paper, we describe the generation of boat classi-
fication data sets that have been added to the Maritime De-
tection Classification and Tracking benchmark (MarDCT)5.
The classification data sets are acquired through the use of
the ARGOS system6 [2, 1] operating in Venice (Italy) since
2006. ARGOS includes 14 survey cells and covers all the
Grand Canal of Venice. It is able to automatically extract
up to 2,000 snapshots of boats a day for each cell. More-
over, the variability of boats navigating in Venice is very
high compared to other environments, making the recogni-
tion and classification task very challenging (even for hu-
mans). In order to generate the data sets, we describe in
this work an automatic acquisition procedure that extracts
snapshots of boats by using the detection and tracking func-
tionality of the ARGOS system, and a classification method
that provides baseline performance and demonstrate the dif-
ficulty of the problem.

The remainder of the paper is structured as follows.
MarDTC is presented in Section 2. The ARGOS system
is described in Section 3 and the details of the process for
automatic acquisition of boat snapshots are given in Section
4. The data set for boat classification is presented in Section
5, while Section 6 describes the implementation of the clas-
sifier and its performance based on the data set. Finally,
conclusions are drawn in Section 7.

2. MarDCT Benchmark

MarDCT5 is a collection of public available maritime
data sets, including video streams and images with ground
truth data, that can be used for evaluating the performance
of automatic video surveillance systems and of computer
vision techniques for detection, tracking, and classification.
In particular, for each video, the sensor (electro-optical EO
or infrared IR) and the camera (fixed, moving, or pan-tilt-
zoom PTZ) types are reported. Information about the loca-
tion, the light conditions, and the presence of reflections are
also available. In addition, the videos have been recorded
with varying observing angles and weather conditions.

The ground-truth annotations contain foreground masks
(to evaluate foreground segmentation), bounding boxes of
boats in the scene (to evaluate detection), and identifica-
tion numbers (to evaluate data association and tracking over
time).

In MarDCT, the data sets are divided in three classes:

1. Detection. A selection of images containing boats
from the publicly available VOC data base [3] for de-
tecting boats in images.

5labrococo.dis.uniroma1.it/MAR
6www.argos.venezia.it

Figure 2. a) The waterway monitored by ARGOS system. b) The
cell installed below the roof of buildings.

2. Classification. Data sets for Venice boat classification
described later in this paper.

3. Tracking EO and IR videos recorded in Vessel Traf-
fic Service (VTS) centers in Italy and in North Europe
and EO videos from ARGOS Venice, for benchmark-
ing tracking algorithms.

MarDCT is the evolution of its previous version MarDT,
which did not contain data sets for boat classification. The
contribution of this paper is thus to explain the new data sets
for classification added in this maritime benchmark.

3. ARGOS Boat Traffic Monitoring in Venice

ARGOS (Automatic Remote Grand Canal Observation
System) is an intelligent surveillance system for boat traffic
monitoring that is in use in the Gran Canal of Venice, Italy.
The ARGOS project [2, 1] was launched in early 2006, by
the Municipal Administration of Venice with the objective
of boat traffic monitoring, measurement and management
along the Grand Canal of Venice based on automated vision
techniques. The ARGOS system has been developed during
2006-2007, fully installed in September 2007, and officially
released and demonstrated in November 2007. Since then,
ARGOS is fully working 24 hours/day, 7 days/week.

ARGOS controls a water canal of about 6 km length,
with a width between 80 and 150 meters, and it is made
of 14 survey cells, as shown in Fig. 2a. In order to have
a unified view of the whole Grand Canal waterway, all the
survey cells are connected through a wireless network to a
Control Center. Each survey cell is installed below the roof
of different buildings leaning over the Grand Canal (some
examples are shown in Fig. 2b). A cell is made of a group
of 4 optical sensors: one central wide-angle (90 degree), or-
thogonal to the navigation axis, two side deep-field cameras
(50-60 degree), and one PTZ camera for the automatic high-
resolution tracking of selected targets. In such a way, each
cell covers 250-300 meters of the canal. The four cameras
are connected to a dedicated computer where high resolu-
tion color images are acquired and processed.
ARGOS provides the following main functionalities:



Figure 3. Automatic snapshot taken by the ARGOS system.

• Optical detection and tracking of moving targets
present in the field of view of each survey cell;

• Computing position, speed, and heading of any mov-
ing target observed by a cell;

• Automatic detection of a set of predefined events;

• Transmission of data and video stream to the Control
Center.

Each cell performs a video analysis based on the above
listed functions and tracks all the boats in the range of the
cells. Position, speed, and specific events of each tracked
boat are sent to the Control Center as well as the image
stream. The Control Center elaborates statistics of traffic,
representing them as interesting events (e.g., speed-limit).
Moreover, it carries out the role of recording video data,
accepting temporal and geo-referenced queries and playing
back past events.

4. Automatic Acquisition of Boat Snapshots
As already mentioned, the ARGOS system tracks all the

boats within the views of the cameras. Tracking data are
used for automatically generating snapshots of the boats, as
described in this section.

In order to gather high resolution snapshots of the boats,
they are taken when the boats traverse the middle line of the
central camera of a survey cell (which corresponds to the
minimum distance from the cell).

Fig. 3 shows an example of this process. When each
track passes the middle line of the cell, an automatic snap-
shot is taken with a fixed resolution of 800 × 240 pixels
centered at the current position of the track. This resolu-
tion has been chosen according to the typical nominal size
of boats in the views. It is the same for all the cells, since
their height with respect to the canal is similar.

The automatic snapshot procedure is very convenient,
since it can provide for a large set of samples for classifica-
tion without human intervention. With such a mechanism,
up to 2,000 snapshots a day for each cell can be collected,
thus allowing for generating very large data sets.

Of course, the automatic procedure introduces also some
errors and situations that must be considered in the creation

a)

b)

c)
Figure 4. Issues in snapshot acquisition.

of the data set. These situations are illustrated in Fig. 4 and
described below.

1. False positives (Fig. 4a). Due to errors in the track-
ing system, some snapshots do not contain a boat, but
either water or static elements (e.g., buildings).

2. Partial acquisition (Fig. 4b). Due to imprecision in the
position of the track, the snapshot contains a partial
view of the boat.

3. Multiple boats (Fig. 4c), that occurs often in cases of
high traffic. This is not an error in the acquisition of
the snapshot, but it introduces a difficulty in the classi-
fication process, especially in the training phase.

4. False negatives, i.e. boats passing the middle line of
the cell that are not tracked by the system.

The first three issues introduce noise in the data set and
thus must be considered during the annotation phase, as de-
scribed in the next section, while the latter case does not
affect the quality of the data set, but just the goal of measur-
ing accurate statistics of boat traffic.

The result of this process is a large set of images, which
are used to train a classifier to classify the boats passing
under each cell. It is important to note that, this automatic
procedure is not only convenient for automatic extraction of
many images, but also necessary, since our goal is on-line
automatic classification of the boats, and so, this procedure
is needed also for on-line use of the classifier.

5. ARGOS Boat Classification Benchmark
The ARGOS Boat Classification Benchmark includes

data sets, annotations, performance metrics, and tools for
computing the metrics.



Figure 5. Tool for manual annotation of images.

Data sets. The data sets are composed by images (800×
240 pixels) acquired as described in the previous section.
Each data set contains training data and possibly test data
as explained later.

Ground truth annotations. Annotations are manually
added in order to provide a ground truth for the acquired
images. Since the amount of images generated by the sys-
tem is very high, a quick and simple annotation procedure
is necessary. To this end, the only operation that is required
to the operator is to label each image with one category, by
using a simple graphical user interface (Fig. 5). After some
training of the classifier, this process can be done by con-
sidering the output of the classifier. In this case, the images
are already labeled with the output of the classifier and the
operator is required to either confirm the class assigned by
the classifier or to change it in the case of an error.

Experts in Venice boat navigation have determined 24
specific categories of boats, grouped in 5 general categories.
It is worth observing that, in some cases, it is not easy for
non-expert users to distinguish between some of the cate-
gories. In addition to these categories, three more labels
are used to annotate the snapshot: Water, PartalView, Mul-
tipleBoats. These labels represent the issues of the auto-
matic snapshot procedure described in the previous section.
The label Water is always used for images that are not la-
beled with any boat category. This includes also the cases
in which a very small portion of the boat is in the snapshot,
but it is not possible to identify its type. While PartalView
and MultipleBoats are added to the label given to the boat
that is in the snapshot. For MultipleBoats, only the boat in
foreground or closer to the center of the snapshot is con-
sidered for denoting the class. Consequently, each snapshot
has exactly one category, among the 24 boat categories plus

Cell Training set No. of Test set No. of
images images

sc5 March-April 2013 4922 20130412 1970
sc9 May-June 2013 1030 - -
sc12 June-November 2013 1711 - -
sc33 June-September 2013 2027 20130909 1039

Table 1. Data sets for training and testing.

Water, and optionally one additional category between Par-
talView and MultipleBoats.

After this association, the images of the 24 boat cate-
gories plus Water are grouped in folders (named after the
category) to form an annotated data set. The images labeled
as PartalView and MultipleBoats are not used in the data
set. This is necessary, since partial or multiple views may
introduce high noise in the model of the classifier.

The same annotation tool is used to label images that are
used as test sets. In this case, in order to actually evalu-
ate the classification accuracy of the entire process, all the
images are considered, including the ones labeled as Water,
PartalView, and MultipleBoats.

At this moment, the training sets and test sets reported in
Table 1 are available.

Performance metrics. The main goal of the ARGOS
classification system is to provide traffic statistics based on
categories of boats. However, Venice authorities are inter-
ested in a more aggregate result, that is obtained by group-
ing the 24 specific categories in 5 general categories. Since
each specific category is uniquely and statically assigned to
a general category, annotated data are automatically asso-
ciated to the general categories as well, without additional
manual intervention.

The performance metrics that are considered for the data
sets are of two kinds: 1) classification accuracy and 2)
counting accuracy. The former is a standard metric for clas-
sification algorithms, while the latter takes into account the
goal of the application to provide traffic statistics. Each
metric is applied both to the specific categories and to the
general categories. Venice authorities are mostly interested
in counting accuracy for general categories.

The performance metrics selected for measuring the
classification accuracy are: 1) cross-validation classifica-
tion accuracy and 2) precision and recall for each of the
specific and the general categories.

The performance metrics for the counting accuracy are
computed as follows. For each category, we have the
ground truth n of the acquired images and the estimated
count n̂ provided by the classification system. The count-
ing accuracy is defined as 1 − |n̂−n|n and it is applied to
both the specific and the general categories. Two important
observations must be done: 1) the estimated count can con-
tain errors that compensate each other: for example, when
the number of false positives is equal to the number of false



Cell Alg. Acc. spec. Acc. gen. Count spec. Count gen.

sc5
KNN 56.79 % 66.25 % 63.45 % 77.47 %
J48 54.56 % 66.79 % 91.41 % 95.79 %
RF 66.20 % 75.13 % 70.40 % 81.08 %

sc9
KNN 54.66 % 67.18 % 62.91 % 77.28 %
J48 52.23 % 65.53 % 88.35 % 93.79 %
RF 61.41 % 72.86 % 73.69 % 86.41 %

sc12
KNN 38.87 % 56.82 % 64.62 % 77.77 %
J48 39.97 % 57.98 % 89.39 % 97.34 %
RF 51.83 % 65.54 % 70.37 % 78.07 %

sc33
KNN 39.93 % 59.16 % 60.69 % 77.19 %
J48 39.65 % 58.30 % 90.77 % 96.64 %
RF 49.93 % 65.26 % 69.73 % 86.17 %

Table 2. Cross-validation classification and counting accuracy.

negative for a category, the counting error is zero; 2) the
ground truth n in this metric refers only to the boats that
have been acquired by the system and not on the real num-
ber of boats passing in the cell. While the latter would give a
more accurate evaluation of the performance of the system,
it is difficult to obtain since it would require much more hu-
man operation, that consists in physically looking at the real
scenario or at recorded video to count the actual number of
boats of each kind passing below the cell.

Test sets are also available, containing images labeled as
PartalView and MultipleBoats. Once a model of the clas-
sifier has been computed, the performance can be assessed
on the test set. This provide a good estimate of the perfor-
mance of the system in its objective application.

Tools for computing performance metrics. The anno-
tation tool and the programs for automatically computing
the performance results with the above discussed metrics,
given an output in a standard format of a classifier, are also
available.

6. ARGOS Boat Classifier
The data sets described in the previous section have been

used to train a classifier and to compute some results for
our problem. In this section, the classifier implemented so
far is briefly described and some results are illustrated and
commented.

The classifier uses a standard pattern recognition ap-
proach based on the extraction of a set of features, which
are processed by a standard machine learning classifier. The
extraction of features has been implemented with OpenCV7

routines, while for the classifiers we have used Weka8 im-
plementations.

Given each image, the following 11 features have been
extracted:

• f1, . . . , f7: “degree of presence” of each of 7 colors
(white, red, green, blue, yellow, brown, and black) that

7opencv.org
8www.cs.waikato.ac.nz/ml/weka

are selected to be important for the characterization of
boats.

• f8: number of edge pixels extracted by an edge extrac-
tor algorithm.

• f9: approximate length of the boat, estimated as the
length of the largest horizontal ellipse approximating
the contour of the boat.

• f10, f11: approximate standard deviation in the hori-
zontal and vertical direction of the edges extracted by
the edge extractor algorithm.

With these procedures, each image is associated to a fea-
ture vector v = 〈f1, . . . , f11〉, which provides the input for
a classifier. In this paper, we do not claim that the above
listed features are the best features for solving the boat clas-
sification process, but we consider them as a starting point
for obtaining some results with this data set. The main goal
of this paper is to describe the problem and to release the
benchmark data set, so that, the scientific community can
propose alternative solutions to be compared and assessed
on data coming from a real-world system.

Several classifiers have been tested using the Weka im-
plementations. As well as for the features extraction pro-
cess, we want to provide a benchmark for comparing differ-
ent methods.

6.1. Cross-Validation Results

Table 2 shows the classification and counting accuracy
obtained through 10-fold cross-validation for both the spe-
cific and the general categories. The results are reported for
three different classification methods implemented in Weka:
K-Nearest Neighbor (KNN), a Decision Tree Learning Al-
gorithm (J48), and Random Forest (RF). Although the cells
provide different views of the boats in different areas of the
Canal, the trend of the results is quite similar. In particular,
it is interesting to notice that the method achieving the best
results in classification is not the same that provides for the



Cell Test Acc. spec. Acc. gen. Count spec. Count gen.
sc5 20130412 73.14 % 79.08 % 77.50 % 88.11 %

sc33 20130909 36.10 % 51.01 % 47.15 % 69.98 %

Table 3. Classification and counting accuracy against test sets.

best results in counting accuracy. This can be explained by
a better balance between false positives and false negatives
(i.e., between precision and recall) of J48 with respect to
RF.

The second type of evaluation is performed again test
sets that are all the images taken in one particular day from
one cell not included in the training data set. The test sets
exactly reproduce the desired functionality of the system
and are very challenging since the acquired images are not
filtered and the conditions in which they are taken can be
quite different from the images in the data set. Conse-
quently, results on the test sets are expected to be worse
than the ones obtained with cross-validation.

For this evaluation, a weighted majority classification
is used, giving weights to the different algorithms accord-
ing to the cross-validation results. In particular, the results
described below are obtained with the following weights:
wKNN = 0.6, wJ48 = 0.7, wRF = 0.75.

Table 3 summarizes the results, in terms of classification
and counting accuracy for specific and general categories,
obtained with the two test sets currently available. It is in-
teresting to notice a different behavior here: While the re-
sults of the first test (cell sc5) are substantially aligned with
the cross-validation results, this is not the case for the sec-
ond test (cell sc33). This can be explained by the fact that
the test data for sc33 are not well represented in the training
data set.

This analysis allows also to improve the overall perfor-
mance of the system, by adding samples from the test sets to
the training data set in order to increase the representative
samples for each category. More specifically, an operator
can periodically augment the data set with samples that are
not correctly classified, in order to improve its generality.

7. Conclusions
In this paper, we have described the ARGOS Classifica-

tion Benchmark, a collection of annotated data sets for clas-
sifying boats, whose images are acquired by the ARGOS
system in Venice (Italy). Images of the boats navigating in
the Grand Canal of Venice are automatically extracted from
the ARGOS system as a result of the detection and tracking
routines. Some of these snapshots are then manually labeled
in order to create training data for classifiers. An example of
implementation of a classifier and its performance evalua-
tion based on the data sets is also described. Additional data
sets and test sets are planned to be added to the benchmark
shortly.

The main goal of this paper is to make available the AR-

GOS Classification Benchmark and to provide a baseline
for a classifier that can be used for further studies and com-
parisons. From the preliminary experiments reported here,
it is clear that the problem is very challenging, mostly be-
cause of the unique water scenario that does not hide any
of the difficulties that are encountered by a real system. Al-
though the Venice environment is very particular, not repro-
ducible in other cities, boat classification provides for in-
teresting scientific challenges for computer vision, pattern
recognition and machine learning. We thus hope that the
availability of this data set would foster the development of
novel and robust solutions, that can then be applied also to
other more general problems related to vehicle classifica-
tion.
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